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The paper aims at explaining how time series analysis
can be used for the prediction of business data. We
present which methods are available, which methods
are suitable for business data, and how prediction of
business data can be implemented. As an example, we
will use liquidity prediction.

1 Introduction

Time series occur in many areas of daily life. Time is a
continuous quantity, but in reality any quantity we are
interested in can only be measured at a finite number
of discrete events. Whenever a quantity evolves in time
and is measured at a regular sequence of time stamps,
we obtain a time series. Depending on the area and
the quantities we are interested in, the time stamps are
seconds (or even small fractions of a second), minutes,
hours, days, weeks, months, or years. In our case, we
are mainly interested in business data like revenue,
cash, prices, metrics like days sales outstanding (DSO),
KPIs like fulfilment rates or other quantities that are
used to describe business processes. Today, most com-
panies measure some of these quantities on a daily
basis, others on a monthly or weekly basis. In an ERP
system, most of these quantities are available or can be
calculated on a daily basis. Therefore, in this paper we
assume that all time series are daily time series. This
has some important impact on the analysis of these
time series which will become clear later.

There are several goals of a time series analysis:

• The quantitative description of the time depend-
ence, including trends or seasonal behaviour.

• Finding changes, irregularities, or outliers of a time
series.

• Prediction.

All these goals need modelling of the time series.
Today, many different tools for time series analysis
are available. We will mention some of them in this pa-
per. But it is important to understand that additional
factors need to be taken into account to really obtain a
sufficiently good model of a time series. Take as an ex-
ample, which we will discuss in more detail at the end
of the paper, the prediction of payments a company re-
ceives each day. The company knows the invoices sent
out but there are many different payment terms in use.
The payment term may be a relevant factor for the pre-
diction.

2 Classical time series analysis

Fig. 1 shows the daily invoice volume of a company
over one and a half years. This time series shows sev-
eral interesting features:
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Figure 1: A daily time series for the invoice volume of
an existing company.
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• A periodic behaviour on a weekly basis with al-
most no invoice volume on weekends and peaks
on Wednesdays.

• A second seasonal behaviour with a higher rev-
enue around the end of a month.

• A trend; the revenue seems to increase a bit. In
fact, this is difficult to see but the statistics shows a
significant increase of 37% over the entire period.
See below.

Indeed, the classical time series analysis is building a
component model which contains three elements:

1. A smooth component that describes the (eco-
nomic) trend.

2. A periodic component that describes a seasonal or
monthly period.

3. The rest, cannot be explained and is often referred
to as a stochastic component.

Depending on the time series we are looking at, the
model can be additive – the three components just add
up to the entire time series – or multiplicative, where
the components get multiplied. The second model has
the consequence that if, due to a trend, the average
increases, the fluctuations (periodic or stochastic) in-
crease as well. In principle it is possible to transform
the multiplicative model to an additive model. But one
has to be cautious in doing so, because this has influ-
ence on the statistical properties of the stochastic com-
ponent. Many statistical methods make assumptions
on these properties. Often, it should be distributed
normally and the distribution should not depend on
time. After a transformation, this property gets lost.

Different approaches in classical time series analysis
differ in the way the components are determined. If
there is no periodic component, a very easy way to de-
termine a trend is to use a moving average. This is used
for instance in a very simple but well known analysis of
stock prices. In principle it can be used as well if there
is a periodic component, but then the time frame used
for the moving average must be some integer multiple
of the (longest) period, otherwise the trend will contain
some periodic component. In a similar way you can de-
termine the periodic component by taking the average
over the same time frame out of different periods. Fig.
2 shows a moving average for the data of Fig. 1 which
clearly reveal the trend we mentioned above.

There are more advanced methods to determine
trends and seasonal effects which mainly differ in the
way how smoothing is done. The most used method is
referred to Holt and Winters [1].

In addition to the methods mentioned, there are other
quantities which can be calculated from a raw time
series. An important concept is auto correlation of a
single or cross correlations of several time series. For
instance, one can use auto correlations to find period-
icities or cross correlations to identify the connection
between two time series. As an example, look at the
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Figure 2: Moving average for the data shown in Fig 1.

two time series of invoices and payments. If there is a
single payment term of say 30 days, we would expect
that the payment series is related to the invoice time
series by a time lag of roughly 30 days. Clearly, many
different payment terms are in use and the connection
between the two time series is more complex, but the
structure may be extracted from the cross correlation.

3 Models

The classical time series analysis mentioned so far just
takes the data and manipulates them to extract some
useful knowledge. To really be able to calculate things,
we need stochastic models for time series.

There are two important classes of models or pro-
cesses, which are used: auto regressive (AR) models
and moving average (MA) models. For an AR model, the
quantity at time 𝑡 can be estimated as a function of the
same series at previous time steps. For a MA model,
the time series can be written as a moving average of a
second time series.

There are combinations of both. The first is called
ARMA, the second integrated ARMA, or better known
as ARIMA. For mathematical details, I refer to standard
text books on time series analysis, e.g. [2]. ARIMA mod-
els can be used whenever the difference of the quantity
at subsequent time stamps (may be after some trans-
formation) has statistical properties which do not de-
pend on time. For business data, this is often true since
the business usually does not change drastically. On
the other hand, if the business changes drastically, e.g.
because a business unit was purchased or sold, time
series analysis is often not applicable across that point
in time.

For completeness, let us mentions ARCH models
(Robert F. Engle received the Nobel prize for that in
2002), and the generalisation thereof, the GARCH
model. These models are used in economics to de-
scribe volatilities. For business data, the ARCH or
GARCH models are rarely used.

The models mentioned so far are general models
which can be applied to most or even all time series
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from business data. There are many other models
which are specialised. Just to mention two of them,
Fourier series and wavelet methods are often used if
one wants to analyse data with several periodicities.

For all methods implementations in standard statistics
software environments like R exists. For a text book we
refer to [2].

4 Multi seasonal time series

If there is a single clear periodicity, the above classical
analysis may yield good results. The problem is that
realistic time series of business data often contain
more than one seasonal effect. We already saw in Fig.
1 that there are typically weekly, monthly, quarterly,
or yearly periods. The problem we are facing is that
if you look at a daily time series, these periods are 7
days, something like 30 or 31 days, etc. One problem
here is that the average month does not have an in-
teger number of days. The second problem is that the
different periods are incommensurate, a month has
not an integer number of weeks. Time series with sev-
eral incommensurate periods may look rather random
although they have a nice structure. Fig. 1 is a nice
example for this effect. A clear structure on a weekly
basis is the low volume on weekends. But the struc-
ture may differ from week to week. And since there
is a monthly period, weeks at the beginning or end of
a month may look entirely different from month to
month. In addition, there are public holidays which
look like weekends and which depend on the region, so
that in a multinational company the effect looks even
more random.

Traditional methods like the Holt-Winters approach
usually fails for multi seasonal time series. There are
extensions to the Holt-Winters method which work if
one period is an integer multiple of the other. But for
business data this is typically not the case.

ARIMA models can be applied to multi seasonal time
series if one introduces additional factors for the peri-
ods. Often, the model can even describe the data quite
well. But in most cases the model becomes quite com-
plex and intransparent, and the predictive power of
the model is low. We do not recommend to use ARIMA
models for multi seasonal time series.

For about 10 years, specialised models have been de-
veloped to model multi seasonal time series, see e.g.
[3].

5 Example: Liquidity prediction.

Liquidity prediction is important for most businesses.
It consists of two parts: cash-in and cash-out. Interest-
ingly, statistical methods as described above are rarely

used for the prediction of cash-in or cash-out. A de-
terministic prediction is used.

Let us look at the cash-out side: you know which in-
voices you received, what the payment terms are, and
with this knowledge one can predict the payments. Un-
fortunately, this is not sufficient. Suppose you want to
predict payments for the next three months and the
most important payment term is 30 days. Then clearly,
invoices that are received in the future are missing and
need to be predicted. One may use orders to predict
invoices, but then one needs to know when the invoice
for a given order is received. This may be possible in
some cases, but often the problem is that delivery is
not precise. Therefore one cannot predict when goods
are received. As a consequence, one cannot predict
the baseline date for due date calculation. The second
problem is that even the time between order sent and
goods received may be short so that knowing the or-
ders is not enough to predict payments on a time hori-
zon of three months.

The important point is that, in most cases, the business
is sufficiently stationary in the sense that the differ-
ences of volumes at different time stamps have time
independent statistical properties. Therefore, one can
use statistical models to predict payments or invoices.

Let us explain the procedure using the example of the
time series depicted in Fig. 1. The important point is
that in order to connect invoices and payments, one
needs an additional factor: the payment term. We
therefore look at the decomposition of the time series
in Fig. 1 by payment term. Since each of these time
series contains multiple periods, we use a method
which is suitable to describe such a time series. By hav-
ing a model for these time series, we predict the future
invoice volumes for each payment term. From these
invoices, we then predict payments. Thereby, some ad-
ditional information is taken into account. The com-
pany we are looking at has two payment runs per week
which means that most payments occur on two days
per week. Furthermore, invoices are not paid at the ex-
act due date. Few invoices are paid a bit earlier, while
most invoices are paid late. This distribution has to be
taken into account as well. The result of the prediction
is shown in Fig. 3.

Let us look at the payments and the prediction in some
more detail. The payment time series shows two peaks
per week, reflecting the two payment runs. The predic-
tion takes that into account and shows a similar struc-
ture. Additionally, in the last three or four months of
the payment time series, there are larger deviations of
this rule. We see payments at the other days as well.
This feature can be seen in the prediction as well. And
even a third structure is visible. Occasionally, especially
at the end of a quarter, the payments which do not be-
long to the regular payment runs are higher; even this
structure can be seen in the prediction. The increasing
trend we saw in the invoice time series occurs here as
well, as it should.
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Figure 3: Payment time series, actual and predicted val-
ues, for the company from Fig. 1, predictions
in black. The statistical error of the prediction
lies below 12% in this example.

The same algorithm can be applied to the cash-in as
well. Here we typically do not see payment runs, un-
less the payments are dominated by a single large cus-
tomer.

6 Conclusion

To summarise, a precise prediction of cash-in and cash-
out, and therefore for liquidity, is only possible if four
points are taken into account:

• Time series of business data, here of invoices and
payments, are multi seasonal time series. They
have incommensurate periods and special meth-
ods are needed for prediction.

• Additional factors may be important. In the
present case the additional factors are payment
terms. In other cases they may be material class,
country, etc.

• For a precise prediction, the dependency of differ-
ent time series, here invoices and payments, and
the time lag between them, may be important.

• Additional conditions, like the two payment runs
per week in the example, may be important. Often,
this additional information can be extracted from
the time series.

If one takes these points into account, a prediction of
time series is possible.
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