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Neural networks are a useful tool for simulations, clas-
sifications, predictions, and forecasts in various ar-
eas. In Trufa we use neural networks to determine the
functional relationship between all kinds of quantities.
The aim of this paper is to explain some of the main
aspects of neural networks to the non-expert and to
make clear where and how they are used in Trufa.

1 Introduction

Neural networks, or better artificial neural networks
are software products or programs. In artificial neural
networks one tries to imitate structures of the nervous
system, but in a highly abstract way. The first general
theory was proposed by Warren McCulloch and Wal-
ter Pitts [1] in 1943. The basic ideas can be found in
the first chapters of almost any textbook on neural net-
works. We refer to the famous book by Teuvo Kohonen
[2] for an early introduction with the focus one neuro-
biological aspects. Neural networks can be viewed as
programs that processes data like (a part of) the ner-
vous system. They have been developed as a route to-
wards a better understanding of the brain. Later peo-
ple used neural networks in various fields for cognitive
tasks, such as learning and optimization. In the ideal
case, the neural network ‘learns’ from examples like
the brain. In a somewhat anthropomorphic manner of
speaking one can say: If one shows the neural network
a sufficiently large set of examples, it learns to general-
ize from these examples. This process of learning from
examples is called training.

Neuronal networks can be used in various fields to
model a given problem. Typical applications can be
found in image recognition, natural language process-
ing, medical diagnostics, in the analysis of econom-

ical data, in the control of production processes, in
robotics, etc. In all these applications, a neural network
is used to obtain some information out of given data.
Often one uses neural networks in situations where
other methods are not available.

Whether or not a neural network is suitable to analyze
a certain problem depends on the problem. It is for in-
stance not a good idea to try to predict the drawing of a
lottery from the past hundreds of drawings using neu-
ral networks, because one cannot expect any correla-
tions between the different drawings. A more interest-
ing example would be a weather-forecast by a neural
network using the weather conditions of the last five
days. But in this case, better models are available and
should be used instead of a neural network. In many
situations one expects correlations between data but
one does not know any rules or laws that could be used
for a prediction. Such a situation is ideal for the appli-
cation of a neural network.

2 Neural networks, few basic
principles

An artificial neural network consists of a collection of
nodes and directed lines between the nodes. Mathe-
matically, this is called a directed graph. Each node rep-
resents a neuron and the lines represent the connec-
tions between the different neurons, synapses. To each
node 𝑖 one associates a state variable 𝑛𝑖 that describes
the state of the neuron. Often the variable associated
to a node takes two values, it is binary valued. This is
the initial approach by McCulloch and Pitts [1]. The two
values 𝑛𝑖 = 0 and 𝑛𝑖 = 1 correspond to the inactive and
the active state of the neuron, respectively.
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To each line one associates a variable that describes
the strength of the connection between the two neu-
rons, 𝜔𝑖𝑗. For each node, one defines a transfer func-
tion 𝑓𝑖. It is a function of the state variables of the neu-
rons 𝑘 which are connected to 𝑖, of the corresponding
weights, and of a threshold 𝜃𝑖 that is associated with
the neuron 𝑖. See fig. 1 for illustration.
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Figure 1: A multi layer perceptron with nine neurons in
the input layer (green), one hidden layer with
six neurons (gray), and two output neurons
(yellow). All lines are directed from bottom
to top. The detail shows three nodes (neu-
rons) with the corresponding state variables,
thresholds, and transfer functions, and the
connection strengths for the lines.

The state variables may also be continuous variables.
Whether the state variables 𝑛𝑖 are continuous or binary
variables depends on the problem one has in mind. For
a classification problem, binary variables are suitable,
for a regression type problem one uses continuous
variables.

A very simple form of a neural network is the feed for-

ward network (FNN) or multi layer perceptron (MLP),
see fig. 1. In that case, the graph has no loops, the in-
formation in the network flows from the input layer
threw one or more hidden layers to the output layer.
Even more simple is the perceptron, it has no hidden
layer. A typical task for such a network is a classifica-
tion: The input data feed into the input layer are classi-
fied by the discrete output.

Given the transfer functions and the parameters, the
neural network yields the state variable 𝑛𝑖 of a neu-
ron 𝑖 in the hidden or output layer simply by 𝑛𝑖 =
𝑓𝑖({𝑛𝑘}, {𝜔𝑖𝑘}, 𝜃𝑖) where 𝑘 labels the neurons with lines
pointing to the neuron 𝑖. Therefore, for given state vari-
ables of the input neurons, one can calculate the state
variables of the output neurons. The functions 𝑓𝑖 are
typically all the same and fixed, so that the output de-
pends only on the connection strengths and the thresh-
olds.

The aim is to choose the connection strengths and the
thresholds such that the network yields a desired set
of outputs for a given set of inputs. Since the functions
are non-linear, this can only be done numerically. The
typically adaptive process of determining these param-
eters is called training or supervised learning. Dur-
ing the iterative training process, the neural networks
‘learns’ the appropriate connection strengths. Neural
networks are trained with complete data sets. A com-
plete data set consists of input and output data. One
varies the parameter of the network, i.e. the couplings
𝜔𝑖𝑗 between the nodes. Typically one starts with a ran-
dom configuration and calculates output data from the
given input data. One compares the calculated output
data with the output data of the complete data set and
tries to minimize the error of the output data varying
the couplings between the nodes. When the network
has learned the complete data sets, one takes an in-
dependent collection of complete data sets to test the
generalization capability of the network. Both collec-
tions of complete data sets must be large enough and
correctly distributed within the range of possible data.

3 A mathematical point of view

Let us first take take a look on MLPs with binary state
variables. A MLP with two input nodes, two nodes in
one hidden layer, and one output node can realize an
XOR gate. Since any computation with binary input and
output can be realized by a suitable combination of
XOR gates, any binary computation can be done with
an MLP. This was already show by McCulloch and Pitts
in their initial paper [1]. As a side remark, let us men-
tion that a simple perceptron with no hidden layer can-
not realize an XOR gate. This shows the importance of
hidden layers.

A similar property is true for MLPs with continuous
state variables. From our point of view, the most im-
portant property of a MLP is that it is capable to ap-
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proximate any continuous function on a compact sub-
set to any desired degree of accuracy [3, 4, 5]. This
means on an abstract level that for a given data set
{𝑋, 𝑌 } of input data 𝑋 = (𝑥𝑖) and output data 𝑌 = (𝑦𝑖)
a neural network is just a non-linear regression prob-
lem that connects the input data via an arbitrary con-
tinuous function 𝑌 = 𝐹(𝑋, 𝜔, 𝜃) to the output data. This
general function 𝐹 depends on the coupling strength
𝜔𝑖𝑘 and the thresholds 𝜃𝑖.

Learning in that view is nothing but the determination
of the free parameters 𝜔𝑖𝑘 and 𝜃𝑖 by minimizing the er-
ror of the output of that non-linear regression. In the
end, this is an optimization problem.

The advantage of this more mathematical view is that
it avoids the neuro-biologically motivated language of
neurons, learning, etc. which often nebulizes the clear
understanding of what is really the problem. Also deep
neural networks and deep learning, which are often
used today, are not different from this conceptional
point of view. The difference is just that for deep neu-
ral networks more hidden layers are used and that the
learning algorithms, i.e. the algorithms to find a smaller
error, are more elaborated.

The standard way of measuring the output error is to
take the sum of the squares of the difference of the ac-
tual and the desired output. This is identical to what
one does in e.g. a standard linear regression. The only
difference is that for a linear regression the optimal val-
ues of the free parameters can be calculated easily. For
a non-linear regression, this may be a huge numerical
task. But conceptually, the two tasks are similar.

If one measures the output error using the sum of
squares, the goal is to find the least squares (LS). As
for standard linear regression, LS is sensitive to out-
liers or heavy tails. Very few outliers can be removed
by hand, but since we are dealing with huge and high-
dimensional data sets, this is not feasible. Further,
heavy tails or other deviations from normal distribu-
tions make LS problematic. This means that one needs
more robust measures for the output error. Such mea-
sures are well known [6]. This is not a principle prob-
lem but increases the computational effort needed to
solve the problem.

In Trufa, we deal with huge sets of high-dimensional
data and we try to find dependencies in those data.
These dependencies are generically non-linear. There
are many reasons for the non-linearity, one is the ex-
istence of feedback loops. A simple example is the de-
pendency of days sales outstanding (DSO) on delivery
accuracy, which we find in many data sets. One may ar-
gue that delivery accuracy has an influence on DSO be-
cause a customer tends to pay early if he received the
ordered material at the desired time. But the inverse
may be true as well: Eventually the company delivers
more accurate to customers who often paid early. If
both are true, there would be a feedback loop. And
there may be a third variable that influences both. In
some countries one delivers late and pays late whereas

in other countries this is not the case. Then, the coun-
try would be an important variable that needs to be
taken into account.

Non-linearity and huge sets of high-dimensional data
are two criteria which, especially in combination, sug-
gest the use of neural networks. But, as we saw, neu-
ral networks need a high computational effort. And a
further problem for Trufa is that data are constantly
changing and that we therefore cannot expect that a
once trained neural network is suitable for any other
set of data. That means that we need a further step to
be able to make predictions, rule extraction. We come
back to that in the last section.

4 Time series and recurrent neural
networks

Time series, also sets of time series are only a spe-
cial type of data sets. There is no general difference
to what was said so far. For time series 𝑋𝑡 the output
data are the data at a new point in time 𝑋𝑡+1 and the
input data are the data in a given interval before, i.e.
{𝑋𝑡, 𝑋𝑡−1, … , 𝑋𝑡−𝛿𝑡}. The only difference is that one
eventually gets better results if one uses a recurrent
neural network instead of a MLP for time series predic-
tion. In a recurrent neural network, the state variables
of the output neurons are used as additional input.
In an early article on that topic, Jerome Connor and
coworkers [7] took the same point of view as in the pre-
vious section. They showed that the recurrent neural
network is equivalent to a general nonlinear autore-
gressive moving average model. And they discussed
the role of outliers for such a model and proposed dif-
ferent other error measures to obtain robust results.

In Trufa, we have been using neural networks together
with rule extraction to obtain the models we use for
time-series forecast.

5 Rule extraction

A neural network has often been viewed as a black box.
It worked but one was not able to understand how it
worked. Today, various methods exists to extract in-
formation from a trained neural network. The perfect
knowledge one could obtain from a trained neural net-
work would be an explicit expression for the function
the neural network presents. In practical cases an ex-
plicit form of this function can not be calculated. Since
this function is complicated, one can not expect a sim-
ple, e.g. linear connection between the input and out-
put data. The rules one can derive from a neural net-
work represent some partial information.

There are several algorithms to extract rules from a
trained neural network. Depending on the quality of
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the rules one wants to obtain they are time consuming
and therefore expensive. So why does one want to de-
rive rules from a trained neural network? If the neural
network works, why should one want to know, how it
works? There are some good reasons to obtain rules
from a trained neural network:

• The user of the network better understands how it
works. Acceptance of the results increases.

• The ability of the network to generalize can be im-
proved by some refinement techniques.

• Rules can be compared to other knowledge to
check the network.

• Rules can be used for a faster calculation of the
output.

The parameters of the network, especially the connec-
tions between the neurons, contain the information
stored in the network. Rule extraction is mainly based
on the analysis of these parameters and of the behav-
ior of the network.

There are various methods to extract the rules, see
[8, 9] for an overview and a critical review of such meth-
ods. They can be divided into analytic and synthetic
methods.

Analytic methods try to directly analyze the couplings of
the network. The network is divided into several parts,
the behavior of each part can be analyzed, and later
the parts are glued together to understand the entire
network. The analysis of a small part of the network
can be done either by a direct analysis of the couplings
or by numerical tests. Later one can try to optimize the
structure of a part of the network or of the entire net-
work using the knowledge one obtained. Then, the op-
timized network can again be used to obtain rules. In
this way, the structure of the network and the rules are
refined.

Synthetic methods regard the network as a black box,
that yields the output data as a function of the input
data. One may characterize these functions using the
local derivatives. The matrix of local derivatives con-
tains information about the local behavior of the func-
tion. The derivatives may be obtained either analyti-
cally using the couplings of the network, of numerically
studying small variations of the input data. Derivatives
can only be used for continuous input and output data.
Small variations of the input data can as well be used
if the neural network has discrete output data, i.e. for
classifications. It allows to extract regions of stable be-
havior of the network. Studying the derivatives also al-
lows to optimize the network. If for instance the deriva-
tive with respect to a single input variable is globally
small, this variable is not very important and can prob-
ably be neglected.

The power of rule extraction can easily be shown by
a very simple example: We create a synthetic discrete
time series using the formula 𝑥𝑡+1 = 4𝑥𝑡(1 − 𝑥𝑡) with
some starting value 0 < 𝑥1 < 0.5, e.g. 𝑥1 = 0.32.

This time series is fully chaotic. Looking at the time
series, one does not recognize any correlations. Now
use this time series to train a MLP with one input neu-
ron, one output neuron, and five neurons in a hidden
layer. Training the network with approximately 1000
pairs (𝑥𝑡, 𝑥𝑡+1) and testing the result with another 1000
pairs shows that despite the time series is chaotic, the
network predicts with an accuracy of less than 0.1%.
Rule extraction yields the creation formula with high ac-
curacy. This example, although clearly oversimplified,
shows an essential feature. Non-linerarities, difficult to
see in the data, can be dealt with using neural networks
quite successfully,

Within Trufa, we often use a class of parameterized
non-linear functions to represent the extracted rules.
The parameters of those functions are then obtained
by standard methods of robust statistics (see [6]). This
yields fast and reproducible results, important prop-
erties for a standard software product. Especially the
computational effort to calculate confidence intervals
or to classify outliers for the results presented in Trufa
is easier and much faster.
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