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Users view Artificial Intelligence (AI) systems often as a
black box. The system yields a result but no explana-
tion of it or of the way it was obtained. In many appli-
cations it is important that the user understands the
result of AI, because the explanation provides better
trust and acceptance. In this paper, we explain what
Explainable AI (XAI) is and how it is realized in Trufa.

1 Introduction

In the past few years, developers and users of AI sys-
tems started to recognize that in many applications of
AI it is important that the user understands the results
and how they are derived by AI. This is eventually less
important in a simple pattern recognition task for im-
ages (“Is there a cat on this photo?”) or in the famous
recent advances in Chess or Go [1]. For the latter case
it was pointed out that some moves were indeed un-
explainable by human players [2]. And one may argue
that it is a desired feature esp. of deep neural networks
that researchers do not have the full control of its prop-
erties. Instead, data should teach and optimize the sys-
tem.

But in all applications where AI yields recommenda-
tions for people who then take actions based on these
recommendations, explanations are mandatory. For
trustworthiness and acceptance, explanations are a
prerequisite. This becomes even more important if the
decisions touch moral or ethical standards, or if the ap-
plication is safety-critical.

Good examples are medical applications (see e.g. [3]).
An AI system which provides for example a cancer di-
agnosis or recommends certain medical treatments will
hardly be accepted by physicians or patients if the de-
duction of the results cannot be explained. And such

a system will not pass the evaluation of an ethics com-
mittee.

The same should be true for a manager: As long as she
is responsible for her decisions, she will not blindly ac-
cept the output of an AI system. The better the expla-
nation of the output, the more she will rely on the re-
sult for the decisions to make. And the more often the
system already led to good decisions, the higher will be
the trust in the system.

Researchers recently called AI “alchemy” [4]. This was
not meant as a general critique on AI. Ali Rahimi, a re-
searcher at Google, used the word “alchemy” to de-
scribe a lack of rigor in many AI systems. A lack of rigor
is not equivalent to a lack of understanding results but
certainly provokes a lack of understanding. XAI may be
a helpful approach here. Caused by a lack of rigor, AI
systems may for instance yield results based on some
spurious effect. Such spurious effects are often called
“Clever Hans” effects. Hans was the name of a horse
which was claimed to be able to add and subtract.
Investigating the effect in more detail, it turned out
that the horse just reacted on the physiognomy of his
owner. Lapuschkin et al. [5] point out that such “Clever
Hans” effects quite often appear in AI systems. The out-
come of the system is caused by some spurious effect
and prevents the system from generalization when this
spurious effect is absent. They claim that “Clever Hans”
effects can be found and in the end be avoided by XAI.

The majority of the XAI applications that exist today
deals with unstructured data like images or texts, see
the examples in [2, 3, 5, 6, 7]. But the need for XAI is ap-
parent in applications with structured data as well and
the methods available can be used there. Some exam-
ples are mentioned in [8]. Trufa deals with structured
data from business processes. We explain later how
Trufa realizes XAI. Especially the typical workflow for
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XAI explained in [8] is independent of the data and is
implemented in Trufa from the beginning.

The notion of XAI is relatively new, the main research
on the topic has been done only recently and is ongo-
ing. Open questions concern the visualization of ex-
planations, the communication of the system with the
user, the evaluation of explanations. For an excellent
recent overview of the current state of the art of XAI,
see [7]. On the other hand, rule extraction of neural
networks (see e.g. [10, 11]) is much older and one of its
goals was to better understand the results of a neural
network. This shows that the question of how to ex-
plain the results of AI has been discussed since more
than 30 years.

2 XAI

As emphasized by Doran et al, “Truly explainable AI
should integrate reasoning” [6]. This is best realized
if the user can interact with the AI system and if the
outcome of the AI system can be investigated further,
eventually again with the use of AI. This is also put for-
ward in a five years research program by the U.S. De-
fense Advanced Research Project Agency (DARPA) [8].
Only if the AI system allows for a Human-Computer In-
teraction its results can be explainable.

Gunning [8] describes in the DARPA report this inter-
action by the following typical XAI workflow: The user
who wants to use AI has a certain task. This task is
given to the XAI system. The system provides recom-
mendations or decisions or takes actions. It contains
an explainable model, which was initially trained, and
an explanation interface. The user interacts with the
system through this interface. The user tries to get ex-
planations for the outcome of the XAI system. These
explanations are used to eventually justify the recom-
mendations, decisions, or actions of the system. Based
on this interaction, the user takes his own decision.

In this workflow, the XAI system contains an explana-
tion interface. It is part of most designs for XAI frame-
works, see e.g. [9].

The interaction explained here shows that in this as-
pect there is not much difference between AI and hu-
man intelligence. As the manager trust the recommen-
dation of a colleague only if the colleague is able to give
good reasons, the manager trust the AI system only if
it gives good explanations. In both cases some interac-
tion and conversation between the manager and the
colleague or the system is needed.

Of the various AI techniques used today some are eas-
ier to understand than others. The two extremes are
decision trees and neural networks, especially deep
neural networks. Whereas results from decision trees
are at least partially comprehensible by the user, deep
neural networks hide the information stored in them
in the connections between the neurons and in their

threshold parameters. The neural network is therefore
only a black box to the user.

Gunning also provides a set of criteria to measure the
effectiveness of the explanation. They are [8]:

1. User satisfaction

a) Clarity of the explanation

b) Utility of the explanation

2. Mental Model

a) Understanding individual decisions

b) Understanding the overall model

c) Strength and weakness assessment

d) “What will it do” prediction

e) “How do I intervene” prediction

3. Task performance

a) Does the explanation improve the user’s deci-
sion, task performance?

b) Artificial decision tasks introduced to diagnose
the user’s understanding

4. Trust assessment

a) Appropriate future use and trust

5. Correctability

a) Identifying errors

b) Correcting errors

c) Continuous training

Similar criteria can be found e.g. in [12]. These mea-
sures are important for the interaction of the user with
the XAI system. They allow the user to assess the ex-
planations of the XAI. Applying these criteria creates
further layers of interaction which harden the trust of
the user in the system. Therefore, the system must also
provide means to apply the criteria. This is especially
important for the criteria 5a-c. No software system,
also no AI system is free of errors. Errors may lead to
false decisions. It is therefore essential to be able to
identify and correct errors.

The main challenge for the development of the expla-
nation interface of an XAI system is that depending on
the application various classes of users with different
expertise work with the system. A data scientist for in-
stance applies other criteria to measure user satisfac-
tion than a business user. The explanation interface
needs to be sufficiently generic to allow all users to get
the desired explanation.

In the following section we explain how XAI is real-
ized in Trufa. We will also discuss whether Trufa meats
these criteria.
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3 XAI @ Trufa

Trufa is an AI system for enterprise performance by
Deloitte. It uses data, mainly from enterprise resource
planning (ERP) systems. The data describe all processes
of the cash to cash cycle with all variants based on all
documents and positions relevant for a certain period
in time. The system uses AI to provide the user with
recommendations (prescriptive analytics), and it allows
the user to analyze the data in many aspects doing pre-
dictive, diagnostic, and descriptive analytics.

Recommendation
 Engine

Explanation
Interface

DecisionUser

Explanation
via predictive, diagnostic,
and descriptive
analytics

Recommendation
via prescriptive
analytics

Figure 1: XAI in Trufa

Fig. 1 illustrates the way users work with the system.
It clearly shows that and how XAI is implemented in
Trufa. Similar to the procedure decribed above [8], the
user gets a recommendation from the system, inter-
acts with the system, gets explanations, and in the end
makes a decision.

Let us illustrate the workflow by a concrete example. In
this example, the system recommends to change the
purchase process in order to reduce stock and thereby
free working capital within a certain area. To be pre-
cise, the system proposes to change the goods receipt
frequency. The system directly calculates the possible
gain. The user wants an explanation for this recom-
mendation and starts to interact with the system. In a
first step, he can look at the relationship between days
inventory outstanding (DIO) and the goods receipt fre-
quency. He can investigate several regions in the data
space. The system, using pattern recognition, yields in-
formation about the region, where the goods receipt
frequency and the DIO are low or where both are high.
The user eventually gets the information that the dif-
ference between the two is the different material plan-
ning. Materials with a low DIO are planned automati-
cally, those with a high DIO are planned or reordered
manually, see Fig. 2 for an illustration.

The user can now focus on the latter to see whether
the relationship between DIO and goods receipt fre-
quency holds for that subset as well. He can look at
DIO at a material level, he can eventually figure out, for
which materials a change from manual planning to au-
tomatic planning makes sense or for which materials
the manual planning or reordering can be improved.

Figure 2: Example DIO analysis in Trufa. The user select
a subset of the data, shown in yellow. The sys-
tem calculated patterns (the box on the right)
which separate the selected data from the
rest. The first pattern is a manual reordering
of materials, for the second, no planning is in
place.

Thus, very concrete and actionable results on which
decisions are based are not only shown but explained
as well. In addition the system offers to send an alert
whenever one of the actions works or fails with respect
to the intended improvement.

This example shows the typical explanatory steps in
the interaction between the AI system Trufa and the
user. After having got the recommendation from the
system, the user can take several steps, like dividing
the data into suitable subsets or taking a deep dive into
the data. It is this ability of the application which deliv-
ers explanations and in the end generates confidence
to follow the proposed actions. For business users of
Trufa, this explanation feature of the AI system is es-
sential.

According to the list of criteria on measuring the effec-
tiveness of the explanation provided by Gunning [8],
Trufa delivers on most of them. Only the two criteria
2d (“What will it do” prediction) and 2e (“How do I inter-
vene” prediction) are currently not applicable, because
at this time Trufa is a pure analytics application that
does not itself trigger immediate operational actions in
e.g. the user’s ERP system.

4 Outlook and future development

XAI-systems have a huge future potential, especially for
business applications. Today, most AI business applica-
tions focus on small and reproducible tasks, where the
process can be rather easily traced and the quality of
the results can be checked as part of the process.

An area for such kind of use case is robot process au-
tomation (RPA). AI may here e.g. be used to classify
order documents or to classify incoming support re-
quests. Data from those documents are extracted and
transferred to an ERP or CRM system. For such applica-
tions, trust is typically build by showing that the system
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works for a huge set of cases and that the failures are
rare.

Trufa, in contrast, does not deal with such a single pro-
cess step but with the maze of processes of a whole
enterprise. For such an application, trust must be built
in a different way. Already from the beginning of its
development in 2013, Trufa has had the described ex-
planation capabilities. It is therefore one of the first XAI
systems for enterprise performance.

In the future development of Trufa new capabilities will
be added to its AI engine. But with each new capability,
also the explanation capabilities must be enhanced.
This is mandatory for each complex XAI application for
enterprises and highlights the challenges and efforts to
build such systems.

Our perspective on XAI is that AI without X will only
be of limited use for enterprises. The X helps to cope
with the inevitable complexity of an enterprise and the
stochastic influence of the outside world on it. The sum
of many small stochastic factors is often more impor-
tant for any kind of complex system than rare shocks
like a natural catastrophe.

At Deloitte, we use XAI as an architectural layer of Trufa
as explained in [13]. We use XAI, especially feature ex-
traction for neural networks to develop the robust sta-
tistical models used for the data analysis. And the use
of the robust statistics is one of the main ingredients
which provide the power to explain within Trufa.
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