
Architecting the Cloud 
November 2019 

 

Architecting the Cloud, part of the 
On Cloud Podcast 
 
Mike Kavis, Managing Director, Deloitte Consulting LLP 
 
Title:  Digital transformation requires a cloud-native mindset 
Description: There’s little doubt that the future is digital, and that future is now. Companies who don’t transform risk being left behind by their 

competitors. However, traditional approaches to software development are not effective in a digital world where everything runs at 
the speed of the cloud. In this episode of the podcast, Mike Kavis and guest, Andreas Grabner of Dynatrace, discuss how companies can 
change their approach to software development and delivery to speed digital transformation. Andreas’s advice for companies is to 
leverage AIOps to automate much of IT operations and shift DevOps bottlenecks left to enable organizations to re-think how they 
provide solutions for a cloud-native world, and develop, deliver, and operate in a cloud-native way. 

Duration:  00:25:36 
 
Operator: 
The views, thoughts, and opinions expressed by speakers or guests on this podcast belong solely to them, and do not necessarily reflect those of the hosts, 
the moderators, or Deloitte. Welcome to Architecting the Cloud, part of the On Cloud Podcast, where we get real about Cloud Technology what works, what 
doesn't and why. Now here is your host Mike Kavis. 
 
Mike Kavis: 
Hey, everyone. Welcome back to Architecting the Cloud podcast, where we get real about cloud technology. We will discuss what's new in the cloud, how 
to use it, and why, but most importantly, we talk with people in the field who are doing the actual work. So, I'm Mike Kavis, your host and chief cloud 
architect over at Deloitte. Today I am joined by Andi Grabner. Andi is a DevOps activist at Dynatrace, where he has over 20 years’ experience as a software 
developer, tester, tech. Pretty much everything, it sounds. Andi is an advocate for high-performing cloud operations, which is something near and dear to 
my heart. As a champion of the DevOps initiatives, Andi is dedicated to helping developers, testers, and operation team become more efficient in their jobs 



with Dynatrace’s software intelligence platform. So, welcome to the show. Tell us a little bit about your background and the work you’re doing at 
Dynatrace.  
 
Andreas Grabner: 
Yeah, sure. First of all, thanks for having me on the show and for reaching out to me. A little bit about myself, I’ve been working in the software industry 
since, I think, it was ’99 when I started. I started as a developer, then actually switched jobs, also as a developer, but actually started first with a software 
testing company. The first six months actually as a tester on the testing company. I think this is why I kind of, early on, started to get a feel about software 
quality. Then within that company, evolved into a development role and an architect role, and then switching over to evangelizing on how we can do a 
performance and scalability testing. And then for the last 11 ½ years now, I switched gears and I switched over to a company called Dynatrace. We are 
building a software intelligence platform. We have a software intelligence platform. It’s all about operability, about full-stack monitoring.  
 
Here, I’m also in an advocacy role. So, I’ve been with the company, as I said, 11 ½ years. We have kind of transformed, as we see most enterprises currently 
transforming from the traditional way of doing software delivery, to a cloud-native way, which means delivering constantly both in the cloud, but also on-
premise. And there was a big shift within our organization, our kind of DevOps transformation. I’m now also advocating for the stuff that we have done to 
our customers and partners out there, and trying to kind of spur the excitement about that transformation within them, and that’s why I called myself a 
DevOps activist, which means I want to activate the excitement in people and show them how things can be done differently in our current digital cloud-
native world.  
 
Mike Kavis: 
Well, cool. Thanks for that intro. We’re going to talk a lot about what you just mentioned, how things are changing, and we have to think differently. I was 
recently reading an article you wrote on the New Stack called, “The Big Picture of AIOps: Why you Need AI to Take Over your DevOps.” So, before we dive 
into that, just to make sure everyone listening knows what AIOps is. Just explain what AIOps, and then we’ll get into the heart of that article.  
 
Andreas Grabner: 
Mm-hmm. Sure. I mean, there might be different definitions, right, everybody has their own little spiel on what certain terminology. For me, it is really 
leveraging AI, which means, you know, crunching through a whole lot of data in a smart way, and providing operations faster, actionable automated options 
to do things like they used to do manually, whether it’s remediating, whether it’s scaling up, scaling down, notifying the right people. So, we’re leveraging 
AI, which, really, in the end, it’s a combination of obviously multiple things, whether it’s, you know, baselining, whether it’s root cause detection, whether 
it’s event tracking, then leveraging that AI output to automated, call it, trigger actions.  
 
And the reason why I think AI is important and necessary because our systems get more complex, that means we have more moving pieces. And just looking 
at dashboards that we used to do in the past when we monitored, let’s say, a handful of systems, this was possible. But now that we have more and more 
moving pieces that either live in our infrastructure in the cloud, in somebody else’s cloud, it’s no longer possible, I believe, even manageable to react to fast. 
This is where AI comes in really support our digital operations. That’s what, for me, AIOps is. It’s leveraging AI for supporting us with operational tasks to 
become more efficient and to react faster. Again, as I said, I would encourage every listener to also read up other people’s definition. But when we talk 
about it, we are also, as Dynatrace now, we also talk a lot about our deterministic AI approach, and how we’re, as Dynatrace, capturing the data, analyzing 
the data, and then giving actionable answers to operation teams that use our solution.  
 
Mike Kavis: 
Yeah, and as someone who has been on both the DevOps side for many, many years, you know, the early monitoring tools, we used to have either 
mainframe or three-tier architecture. There’d be like a tool to measure each one of those pieces of the stack. As we moved to the cloud, when I first got on 
the cloud 2007, 2008, the APM tools, like Dynatrace came out. One of the things they did that helped me a lot was gave you this vision of a unit of work. So, 
a transaction. So, you could cobble together all these things. But, now, as we’ve matured in the cloud, these architectures have gotten incredibly complex. 
They’re more distributed. We’ve got serverless. We’ve got PaaS. We’ve got Kubernetes. We’ve got all this stuff. It’s really too much for human beings to 
keep tabs on. I think this is why the AI part comes in is we know what patterns to detect, but we don’t know the unknown. I think that’s where this is 
coming in. Is that correct?  
 
Andreas Grabner: 
I believe so. Yeah, you’re right. I mean, it’s not only that we’re using new technology, as you said, you mentioned the mainframe earlier, and then we 
moved to the classical three-tier application. Now, we are combining all these technologies with new technologies, whether it’s serverless, containers 
running in Kubernetes. I think we’ve also changed the architecture. So, as you said, a lot of things that are heavily event-driven, that’s also why we need to 
take a different approach to operations, especially when it comes to automating the remediation. I think we need to become smarter when a certain 
component of your, let’s say, very distributed architecture is reacting not in a desired way. How can we also kind of learn from software engineering what 
they have done in the architectures for operations, and how can we embrace event-driven remediation, for instance, right.  
 
And with event-driven, I don’t just mean, hey, the disk is full. Let’s clean the disk. But really looking at all the data, you know, as we call it, the full stack, and 
also across the different services on how can we bring a very complex system back to the desired state in order to really make the right decision in an 
automated way. Also, the AIOps solution that you use has to have a lot of data, but not only individual data islands. As you said earlier, the first-generation 
of APMs almost had kind of like data islands for your monitoring applications. Today’s AIOps solutions and monitoring solutions, like Dynatrace, we do not 
having data islands because data islands, even if you put AI algorithms on top of it, it’s hard to really corelate the data between the islands.  
 
So, that’s why, I think, only monitoring solutions are successful that really provide a full-stack monitoring approach, also understand the dependencies 
between all these tiers. And with the tiers means that things that run on-premise, that run in the cloud, that run in a SaaS solution that you’re using, I think 
this is the big challenge that we all have to figure out how to monitor and then how to get this data, and then how to kind of apply it, as we call it, 
deterministic algorisms on top of it.  
 
Mike Kavis: 
Yeah, so question for you. As we were talking about this, I started thinking about, there’s probably some operations folks who really know the ins and outs 
of tools like Dynatrace and what’s capable. But, a lot of times, the developers don’t. I always have this pitch; you need to design for operations. So, do you 



see companies who are having success taking advantage of these features, do you see more of a shift bluff where the operations team, whether it’s SRE or 
the same team that’s doing development are thinking about these things at sprint zero or sprint one, earlier in the cycle, or is it still we’re kind of throwing it 
over the fence, and people are throwing these tools out in the end. What are you seeing now?  
 
Andreas Grabner: 
Yeah, I think they throw it over the fence attitude is finally moving away or going away. I think the shift left has been – I mean, I’ve been talking about shift 
left, I would say, since the early days that I’ve been working with Dynatrace. That was back in 2008. So, using monitoring early on in development. Because, 
for me, the best way would be if a developer, within minutes of his code change, gets feedback about what’s the potential impact of that code change from 
a performance perspective, from a resource consumption perspective, from an architectural perspective. And, therefore, we need to use the tools that we 
would have traditionally used in production monitoring, like getting the insights into performance and resource consumption. Getting early in the 
development lifecycle. But, also, combining it with production data.  
 
So, here, as a developer, if I get data from production telling me how often is my feature used? How is it currently behaving? If I now change the behavior, 
and I can understand the behavioral change in my development environment, and then kind of then project that to how to load this in production right 
now. Then understand, oh, with a ten percent increase in my communication to the database in (Inaudible), if I kind of project this to production, that 
means I have X-amount more calls to the database. And the database now lives in the cloud, which means I’m charged for every call, and so on and so forth. 
So, I have latency because the database may still live on-premise, but my server application runs already in the cloud.  
 
So, I think this is where the shift left comes in, and using these tools. And what I also believe, and you mentioned a couple of roles. The SREs or the DevOps 
engineers. What we see with our customers, everybody is thinking now of how can you kind of, as an operations team, or with an SRE role, a DevOps role, 
provide a platform as a self-service to your developers. How can you become the cloud provider, the internal cloud provider to your customers, and 
basically provide convenient self-service models for developers to push changes out into production in a safe way. So, with that, I mean, the Ops teams 
should no longer think about can I provide resources, like infrastructure-as-a-service, but really how can I provide platforms-as-a-service that includes 
obviously monitoring, Ops stability, continuous delivery, self-healing.  
 
These are all capabilities that the modern operations teams in the cloud-native world have to provide to their engineering teams so that they can get the 
monitoring early on. They get what we call the unbreakable pipeline, which means using monitoring data, logging data, event data, early on to stop bad 
(Inaudible) before they hit production. And then in case it goes into production, we also talk about how can developers leverage capabilities like auto 
remediation, self-healing by actually telling the Ops part of the system how to remediate. How would I remediate my service in case it fails? How would I 
remediate my service in case it can no longer talk to the backend database, or in case latency becomes too big. There are a lot of things that are happening. 
Shift left is definitely happening. It’s something that maybe three years ago, people were saying, yes, it sounds interesting, but we’re not ready yet but I 
believe now we see more and more people that are actually ready and doing that step.  
 
Mike Kavis: 
I agree. I think most companies are moving to a platform, as you said, an internal cloud service provider. I’m so happy you said that because I’ve been saying 
that for years, and I’ve never heard anyone else using that term. And I think people look at me cross-eyed. But I always say you are a cloud provider. You are 
– let’s say they’re on AWS. You are AWS, plus your company’s guardrail. You are an internal cloud provider. You need to think of this as a product. It’s a 
different mindset.  
 
Andreas Grabner: 
And the reason you have to do this, think about it, if your business – if you cannot keep up with business demand because the way you operate, right now, 
the way you provide services and resources to your engineering teams is not allowing them to move fast enough, well, there’s two options. Either your 
business is going to decline, because you cannot keep up with your competition, or your engineering teams will find another way to get to the resources. 
So, they may then approach, they go into the public cloud, they bypass your traditional operations. Instead, though, what they should do is they should 
come to you, as your internal cloud provider, and whether you than you decide to build your own cloud or you are obviously – you know, the hybrid cloud 
model is very popular these days. 
 
Or you provide, let’s say, a platform, and underneath, you then leverage different – combination of private and public cloud. That’s then up to you, and it 
also depends which company you are and which regulations you have. But I think if you don’t do it, then you will eventually either impact the business, or 
you’re getting bypassed by the engineers, the developers, going straight to where they get the services and the self-service model that they need in order to 
support the business.  
 
Mike Kavis: 
Yeah, I agree. So, the next topic, and I know you’ve been doing a lot of work in this space so you could expand on that work. But one of the biggest 
challenges I see when organizations move to the cloud is a lot of them, not all of them, but a lot of them focus mostly on the software side. How do I build 
stuff in the cloud, and how do I do CI/CD, and not so much attention to the operational side. A lot of times, they bring all their old tools and processes to the 
cloud, and the result is usually not pretty, right. So, why is it so important to rethink Ops as we move to the cloud, and what are you guys doing to address 
that?  
 
Andreas Grabner: 
Well, I think the reason why we need to rethink it, I would say – I mean, when people – when we started moving into the cloud, and a couple of years ago, 
the first steps most of us did—that includes, I think, most enterprise companies, is the traditional lift and shift. And for lift and shift, you basically were just 
putting your, let’s say your service, your host, on somebody else’s hardware. The tools still kind of worked the same, but really, in order to leverage cloud-
native, you see new technologies being used. You see new architectures or architectural parents being used.  
 
For that, you also need a new approach of the way you do operations, the way you monitor, the way you remediate, the way you could keep track of your 
CI/CD, the way you keep track of your inventory, the way you keep track of your end users. So, I think we have to understand that we’re no longer living in a 
world where we build software like 10-15 years ago. We don’t build our monoliths anymore that run on a system that we actually know where this machine 



runs, and we know how to monitor it, and we know that the tools that we’re using can do it. Things have changed. Everything is more dynamic. We have 
more third-party components and services involved than ever. This is why it also needs a new approach.  
 
And, we, as Dynatrace, to come back to our kind of transformation that we had, we realized it a couple of years ago when we said, you know, we are giving 
kind of a little history lesson on our own company. I started 11 ½ years ago. Back then, we built the monitoring tools that were suited for the applications of 
back then. Right. We had our product that was called AppMon for application performance monitoring, which was great in monitoring monolithic 
applications or three-tier applications. But then we realized that cloud is going to change everything, and we need to have a different approach. This is 
actually why we, about five or six years ago, started to completely rebuild, from scratch, our software intelligence platform that we have right now because 
we knew the old approaches don’t work in the cloud anymore because it’s too dynamic. You cannot just alert anymore in case one of your instances is 
down, because there might be five other instances that are covering the load, and you have to think about different things, how things are moving around, 
how you alert, how you monitor.  
 
So, we came to the realization from a vendor perspective that what we need to do has to change, because the underlying technology and the architectures, 
and the operational models are changing. To give you another example, everyone, when you talk about DevOps and cloud-native, you talk about continuous 
delivery, meaning, you know, deliver new features to your end users maybe with every sprint. Every two weeks, there’s something new out there. We, also, 
as a vendor, we claim that we can handle all these new technologies. But with our old solution, this wouldn’t have worked. Because with our old solution, 
we didn’t release every other week. Right. How would you then sell to your customer, please use our solution for your cloud-native delivery; we do two 
weeks deployments, when you don’t do the same. That’s also why we transform. We transform into a way that we not only provide solutions for the cloud-
native world, but where we also develop, deliver, and operate in a cloud-native way. We deliver new features to our customers every other week. We are 
embracing cloud-native with all its architectural possibilities in the cloud, with the scalability, with feature flex, with canaries.  
 
There was a big transformation. That’s why I also believe every organization out there that is transforming into a true digital business, that wants to 
leverage cloud-native technology, that wants to enable cloud-native development teams to use cloud-native technology, they also need to re-think on how 
to develop, how to deploy, and how do you operate.  
 
Mike Kavis: 
So, you’re eating your own dog food over there. That’s good to know.  
 
Andreas Grabner: 
Exactly.  
 
Mike Kavis: 
So, let’s talk about your company‘s transformation. Give me one thing that you guys did that you will double down on and do again, and give me one thing if 
you could do differently, you would do different during that transformation. 
 
Andreas Grabner: 
Okay. The one thing that I think was one of the best things we did is we made development responsible for production. What that means we started, we 
found a team that initially was called a DevOps team, now they call themselves a NoOps team, which I know might be scary for some folks out there that are 
on operation side. But NoOps really means with no traditional operations mindset. Our NoOps team is basically providing, or becoming, the internal 
platform provider to our development team. They basically offered tooling for automated testing, continuous delivery, feedback to Ops with monitoring, 
and also self-healing. So, they enabled our development teams to push their co-changes through a pipeline that has all the bells and whistles built-in that 
you expect from a modern cloud-native delivery pipeline, like automated quality gates so you cannot push anything bad out into production.  
 
But if it goes into production, you also automatically get the visibility into prod, who is using your features. So, feature adoption, user experience, resource 
consumption. You get all this monitoring. And what they also get, the developers, is the capability of self-healing. So, that means our developers are actually 
responsible to decide when to deploy which particular feature to our user base, how they do it, using feature flex, using a controlled roll out. But they also 
have the responsibility of dealing with things that go wrong. And, obviously, the beginning, they said, well, I’m a developer. I’m not in operations. I don’t 
want to be on call.  
 
This is why we built, our DevOps and NoOps team has built a lot of safeguards and features into this product that they actually sell internally, their pipeline 
tooling in their platform to make sure that something like that could bring down the whole operations can hardly ever happen because of safeguards, 
because of auto-healing and self-healing capabilities. But, overall, the cultural change of having development teams being responsible end-to-end was 
extremely good. What else – does this make sense? What I just explained? 
 
Mike Kavis: 
Yeah. Yeah. Just a few funny comments, and I’m going to date myself a little bit. But we had a saying back in the day when pagers were thing that the best 
developers were the ones that carried a pager. In other words, if you’re getting a call at 4:00 in the morning, you’ll probably pay a little more attention. And 
I also, many, many years ago, had a young developer who joined us. And we did a code review, and he had never done one before. He goes, “What do you 
mean you’re doing a code review?” And I said, “People have to look at your code.” And he goes, “If I’d known you were going to do that, I would’ve written 
it differently.” And I said that’s why we do code reviews. [Laughter]. So, same concept here. So, the other question is probably our last question because 
we’re running up on the time here, is in that journey, what one thing would you do different?  
 
Andreas Grabner: 
So, I think when we changed our delivery model from the old way where we deliver two releases per year, to then basically two—now, we’re doing every 
two weeks, there’s a feature release out there. I think at the beginning, we became really good on the development side and delivering new features, but as 
an organization, there’s more after the delivery. There’s marketing. There is sales. There’s customers. So, I think from my personal opinion, again, this is my 
personal opinion, I think we should have also started earlier educating everybody else that is, “in the delivery pipeline”. Like, you know, how do we educate 
our sales team If there’s a change every other week? What do we need to change there in order for them to cope with the new model? How do we educate 
our customers that are used to, hey, there’s a new release coming out twice a year, and now it’s twice a week. How can we cope with this? So, I think once 



you get to work rapid deployment model, and once you change. But in the fall end-to-end delivering chain, you have other people and other organizations 
or other departments, afterwards, you always have to think this all way through. Because we don’t want to overwhelm people.  
 
I think we learned; we came up with new models on how we are pushing, constantly, the new updates proactively to our internal folks. They understand 
when something new is coming before it’s been publicly-released, so they are fully educated. Then they can actually teach and tell our customers about the 
new things that have come in. We’re doing previews now with our customers, so when a new feature is coming out, they can opt in to preview instead of 
just kind of being – having things forced on them. So, there was a lot of things we learned, and maybe we should’ve started a little earlier with that, but this 
was a learning experience.  
 
Mike Kavis: 
Yeah. And to me, that’s the essence of DevOps. People think DevOps is just developers and operators, but it’s really everything in the value stream. And 
then your guys’ case, a big part of value stream is communication and releasing information and features to customers. That’s all part of it. When you say 
DevOps to me, right, it’s not just writing Chef scripts and stuff like that.  
 
Andreas Grabner: 
Exactly. Yeah.  
 
Mike Kavis: 
So, great. Great conversation. I really appreciate your time. Where can we find you on Twitter and any kind of – I know you speak a lot. Where can we find 
some of your content to follow more?  
 
Andreas Grabner: 
Yeah, sure. My Twitter handle is @GrabnerAndi. So, it’s G-R-A-B-N-E-R-A-N-D-I. Then I constantly blog on Dynatrace dot-com. Currently, I’m also very active 
in promoting our opensource project Keptn. It’s spelled K-E-P-T-N. That’s the German phonetic of captain. It’s our opensource project for event-driven, 
continuous delivery, and automated operations for the cloud-native applications. It’s kind of the reference implementation of how we want people to do 
continuous delivery and automated operations for cloud-native apps. And so you can find me doing a lot of stuff on there. It’s linked obviously with my 
name, and I believe that’s the best way to get hold of me.  
 
Mike Kavis 
Cool. And that project sounds pretty interesting. We’ll have to check that out. So, that’s it for today’s episode of Architecting the Cloud. To learn more about 
Deloitte, or to read today’s show notes, head over to www.DeloitteCloudPodcast.com. You’ll find more podcasts like this from me and my colleague Dave 
Linthicum just by searching for Deloitte On Cloud Podcast on iTunes or wherever you get your podcasts. I'm your host Mike Kavis. If you’d like to contact 
me, you can hit my e-mail at MKavis@Deloitte.com, and you can always find me on Twitter, @MadGreek65. Thanks for listening and we'll see you next time 
on Architecting the Cloud. 
 
Operator: 
Thank you for listening to Architecting the Cloud with Mike Kavis. Connect with Mike on Twitter and LinkedIn and visit the Deloitte On Cloud blog at 
www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to rate and review the show on your favorite podcast app. 
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