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Operator: 
The views, thoughts, and opinions expressed by guests or speakers on this podcast belong solely to them and do not necessarily reflect those of the hosts, 
the moderators, or Deloitte. Welcome to On Cloud, the podcast for cloud professionals, where we break down the state of cloud computing today and how 
you can unleash the power of cloud for your enterprise.  Now here is your host David Linthicum. 
 
David Linthicum: 
 
So, welcome back to the On Cloud Podcast, your one place to find out how to make cloud computing work for your enterprise. This is an objective 
discussion with industry thought leaders who provide their own unique perspective around the pragmatic use of cloud-based technologies. Today we have 
James Urquhart who's on the show. James is the global field CTO at Pivotal. He's named number one of the ten most-influential people in cloud computing 



by both MIT Technology Review and Huffington Post. A former contributing author to GigaOm and CNET, Mr. Urquhart is a technologist and executive with 
deep understanding of disruptive technologies and business opportunities they afford. So, Mr. Urquhart brings 25 years of experience in distributed system 
development focused on software for complex adaptive environments, cloud-native application platforms, and automation. Prior to joining Pivotal Mr. 
Urquhart held key leadership roles at Amazon Web Services, SOASTA Software, Dell, Cisco, Cassatt. 
 
Sun and Forté Software. And, so, catch us up with what you're currently doing. James has been on my podcast many times. I've known James for probably 
ten, twelve years, James. It goes back that far, doesn't it? 
 
James Urquhart: 
Yeah, it does, man, those early days. Yeah, I've been working with customers basically. My job is to help senior technical leaders that are working with 
Pivotal not only on the technology side, with what the platform is and how to use the platform, but also how to change their ways of working so that they 
can best take advantage of a cloud-native platform and cloud-native application delivery. So, there's a lot of both sort of DevOps practices and a myriad of 
tools related to that, in addition to how to build an application so that you can deploy it often and frequently and do things like repave your environment 
nightly if you need to for security purposes and things like that. So, it's fun. It's good to be back in front of customers again. I spent a few years being a 
general manager of engineering and product teams for a bit. But I'm really enjoying sitting down with customers and working with them. 
 
David Linthicum: 
Yeah, it's fun being on the frontlines and actually solving real problems. What are the kinds of patterns that you're seeing and problem patterns that 
enterprises are experiencing right now that you're helping them with? 
 
James Urquhart: 
Yeah, you know, it's surprising. I left enterprise sales and spent a number of years away and came back, and it's surprising how many of the same challenges 
are still facing enterprises today. Some of it is related to the transition from being infrastructure-centric as an organization to being a little bit more 
application development and application, operations-centric. The cloud is a big driver in that, so learning how to utilize the cloud. Utilizing the different 
forms of cloud computing is a challenge for most enterprises.  
 
But I also think the way of working that I talked about earlier is a big, big challenge for enterprises. You know, it was very much command and control and 
sort of construction metaphor, project planning for a very, very long time in IT, for most of my career. But the shift now is really toward the product 
mentality. And moving from a project mentality to a product mentality is a very difficult thing for a lot of enterprises. You lose some things in doing that. For 
instance, you lose the ability to attempt to accurately predict your roadmaps and your delivery dates beyond a certain number of months out, and in fact, 
you know, most people will commit to a month out, or maybe two months out, and everything else is differing states of conjecture. And that's really a 
challenge for an enterprise. But on the other side of the coin, what you get is a highly agile and highly rapid way of doing experimentation in software, and 
trying new things, and reducing the cost of trying and not succeeding, to the extent that you want to significantly, which in turn makes adaption and 
evolution much easier to do for the organization. And that's why you see some organizations leapfrogging others in terms of the rate that they release 
features, the rate that they're able to adapt to new market opportunities that come across the board, and so on. And, so, I really think that the biggest thing 
that I spend more time probably working on with most organizations is actually helping to change their mentality about how they plan work and how they 
execute work in the face of cloud-native computing. 
 
David Linthicum: 
So, what do you think – and if you ever get a chance, read James's blogs, whether they're old or new.  He's on those lists not because he's associated with a 
vendor but because he's an independent voice in terms of how people should be leveraging technology and provides pragmatic advice. But, you know, what 
would be the changes that occurred since we first started talking about cloud computing, you know, ten years ago, twelve years ago, to where we are now? 
What do you think is the most surprising change that we didn't anticipate? 
 
James Urquhart: 
You know, I think there's a positive answer to that and then a more challenging answer. The positive answer is I think the breadth of services that are 
available ten years later is actually – you know, you knew there was going to be a lot of advancement, but the rate and breadth of the way things advanced 
is really surprising to me. So, the fact that there's really powerful tools out there as services that you can consume, usually as a developer or otherwise, to 
do all kinds of sophisticated things on, you know, image recognition and language recognition, you know, really powerful ways of moving data around, not 
just on the network but off of the network, being…developer support tools that are really interesting and different, the different ways of measuring things 
and monitoring things. That sort of breadth is I think the really wonderful thing that – because the way that they're released isn't like the old product days 
where you sort of had, you know, a lot of standalone products, best of breed stuff, and then we had to figure out how to integrate them. They're generally 
coming out somewhat integrated with a plan to integrate it further, and a cloud provider that delivers them. So, that's the really cool thing. 
 
I think the more negative answer is, what really surprises me is how incredibly difficult it's been for enterprises to make a significant move onto the cloud 
and take advantage of those services. And part of that I think has to do with just the practical fact that when you architect something not for the cloud and 
you architect things for the technologies that we were using, say in the nineties, and then try to figure out how to move that into the cloud space, it's a 
different operating model and it's a different architectural requirement. And that's a challenge that takes time and money, and, so, prioritizing that time 
and money is a challenge.  
 
But I think part of it, too, has to do just with again that infrastructure mentality that IT really ran with for a long time and was really focused on for quite a 
while, which, you know, they were looking for applications but as soon as they found applications they needed somewhere to run it, and so a significant 
part of the organization was about finding places to run software. And the shift from having to worry about that and do that efficiently and effectively in a 
(Inaudible) cost center to delivering the mindset of delivering applications as revenue boosters to an organization and becoming a part of the business 
stream, that challenge I think has surprised me in how hard it's been for organizations to really make the firm decision that they've got to change the way 
they do some things in order to take advantage of that. 
 
David Linthicum: 
Absolutely. So, what is an enterprise platform team and what is the role of an enterprise platform team in moving things into production? 



 
James Urquhart: 
Yeah. If you look at the evolution of what IT has done based on what we were just talking about and that move from sort of having software and then 
finding hardware to run the software on, being sort of a core-centric idea of IT, lost in that story is that those that were custom building applications were – 
in order to get those applications in front of users were having to negotiate the consumption of hardware themselves, or perhaps there's an operations 
team in there that they would throw the software over the wall, and that operations team would have to negotiate how to match that to the capacity that it 
was going to run on. But generally, there was a very tight coupling between software and hardware, and the organization was built around that. So, there 
were, you know, a lot of things about the organization that were built about sort of crossing that line from developing a software component to running a 
software component. 
 
What's shifting now, very strongly, is that when you speed up the cycle and you have increasing numbers of components that have to be delivered, this idea 
of throwing it across that line just doesn't work. And so developers are looking for a simpler path to production, a simpler path to get to end users that is 
conducive with the way that they want to be able to rapidly move and make decisions and evolve sort of independent of the availability of hardware the 
way that the hardware environment is architected. And, so, in the middle of that sort of application and DevOps – increasingly DevOps—environment and 
the capacity in which it's going to run, there's an increasing amount of software elements that are in there. 
 
Now you can look at virtualization as one, but virtualization's really kind of a hardware automation and hardware capacity to delivery piece, and so I tend to 
lump that in with infrastructure. Kubernetes is interesting. Containers are interesting because they kind of – they straddle that line between the language 
that a software developer would use for packaging of their software and the language of the hardware to a certain extent. So, there's an (Inaudible) level 
conversation, a process-level conversation. And so there's a little bit there where, you know, sometimes that's running the infrastructure team, sometimes 
that's run more on the software side, but it becomes a platform to get to production more easily, a path to production. 
 
An organization that's really advanced in terms of cloud-native development though goes farther than that, because all, really, Kubernetes is, is capacity 
delivery in the form of containers. Now there's a lot of automation then around the running of that at capacity. Not to overly minimize it, but it's really 
about capacity still. So, the platform piece that gets built on that is a number of different things. So, one is the cloud-native delivery, packaging and delivery 
done easy, and so Cloud Foundry is an example of that and that experience of sort of typing in “CF push” at the command line and your application goes out 
in a distributed environment and it runs as needed.  
 
But there's other pieces including Dev tool chains. There are builds and environments. There's archiving capabilities and all kinds of stuff. It's a whole tool 
set that exists that's really the platform on which development happens in the platform, on which applications are created and run that abstracts that 
underlying capacity problem, completely abstracts it away from developers. They don't even worry about it. And, so, running that piece becomes incredibly 
important, and running that piece is really what–increasingly you have organizations that have what they call either platform teams, or I really like what one 
defense contractor calls theirs. They call them the ecosystem team. But it's really the development ecosystem components being delivered, and the role of 
that platform team is to deliver the best path to production they can for the organization. And by best I mean not only fastest and easiest and best 
experience for folks, but it also conversely has to be secure, it has to be compliant, and it has to be something that's operate-able by the business so that 
the business can actually react to issues in, can understand the cost of, and can be able to work with on a daily basis.  
 
So, that's really, you know, the focus of what a platform team is, and what we work with our platform teams on is not just on development and how 
applications are architected, because that's the developer's realm. What we're really focused on primarily is how you build the most consistent, most 
enterprise-ready, most bulletproof path to production that you can possibly build for your development teams and operate that in a way that's cost-
effective, but at the same time is able to adapt and evolve as new technologies and new opportunities come along. 
 
David Linthicum: 
So, how do you explain this to a customer? 
 
James Urquhart: 
The best way I – you know, first of all, you're looking for customers that build custom applications, which is most today because digitalization and digital 
transformation is a problem facing almost every business. I mean, the ability to make money online is increasingly a critical aspect of every business. So, 
you're looking for those custom software development problems, and then you're looking for primarily a conversation about how are you going to be able 
to adapt and react to customer need and meet your customer where they are in a timely fashion, in a way that you can understand what's happening, that 
you can manage the cost and manage the compliance challenges and the security challenges that go with that. And very quickly you can get the 
conversation from this idea of simply delivering features, which is important, but an over-feature focus is broken from the standpoint that then, you know, 
how you organize your work around features is very difficult to do.  
 
So, you get into a conversation about product, and if you can get them to that point where they understand that what they're delivering is a series of 
products to their customers and that they need to organize like really elite, top-end product organizations run and try to mimic those things – and we talk 
them through what the differences are. So, we heavily use the book “Accelerate,” which is the book that recaps what information was collected from those 
data DevOps surveys over the last several years, which makes a very clear and very data-driven case for the need to move to this kind of a model from the 
more traditional project-based models that we've done in the past. And we use that data and we use these examples of our customers that have been 
incredibly successful to help understand that they can do it, and the way that they can do it is they can begin to organize the way they deliver software 
around the tools and the practices that are needed in order to execute that play. And, certainly, we believe that digital Cloud Foundry and Kubernetes are 
key pieces of those puzzles, as are CICD tools and so on.  
 
But if we can get to that conversation about a product-oriented way of delivering things and the need to be adaptive to the market and reactive to 
customer needs and be customer-centric in what they're building, then it gets much, much easier to move toward the need for that path to production and 
the need for a platform environment. 
 
David Linthicum: 



So, in the time we have left I'd love to understand what you're seeing in terms of the evolution of application architectures, and specifically how things are 
moving into event-driven and reactive architectures going forward. That's something I'm seeing as well. I'd love to get your thoughts on that. 
 
James Urquhart: 
Yeah, this is one of my pet projects that I've spent a lot of time thinking about in the last year and a half or so, so I'm glad you brought up the topic. I'm one 
who believes very strongly that there's good reason for a move to more event-driven architectures. Not everything will be events all the time. There are 
also good use cases for APIs to continue to be used. And, in fact, event-driven architectures depend on APIs in order to set up subscriptions and streams and 
so on. But for real-time data and the processing of data in real time, and the ability to react quickly to what's happening on the globe, both in human 
economy and things measured by sensors and so on, it's increasingly important to change the dependency chain between producers and consumers of that 
data. And events are one really great way to do it, although if I talk to my friends in the IoT space they'll tell me events are even too large-grain for a lot of 
their use cases. So, I always combine events and streams, and data stream as sort of the model, right? It's a push model. Sometimes you just want the raw 
data. You'll pick it apart at the client. Sometimes you want something packaged a little bit better at the source to consume at the client. 
 
So, what happens when we look at that and say, okay, more and more the architecture goes that way? Well, the question that really captures my mind the 
most is what happens when we start passing those events or those streams across organization boundaries? When you have one organization easily able to 
discover, and subscribe to, and consume data from another organization through some online self-service contract possibly, maybe monetized, maybe not? 
But my belief is that that's a fundamental change to the cost of moving activity across the internet. It's a fundamental difference to the cost of consuming 
activity data across the internet, and that in turn will drive a huge amount of experimentation and a huge number of new use cases and new business 
opportunities around real-time data processing in a number of industries, any number of industries, and even institutional elements, and even maybe in 
personal spaces, things like smartphones and things like that. 
 
I really think – I'm a big, big believer, and I'm doing a lot of research right now in sort of understanding what are the mechanisms that would be necessary? 
How do you end up with a known mechanism for sending an event between two organizations, a known mechanism for subscribing to an event stream or 
subscribing to a data stream, a known mechanism for discovering what those are and what's available out there? And I think a lot of the pieces are already 
in the internet, but I think there's a lot of mechanisms around security and monetization and sort of scalability that are yet to be invented and are 
opportunities in the market to drive these new opportunities and make them happen. 
 
And, really, if you think about it, if you change that dependency chain within business so that activity can flow much more easily and can trigger activities in 
ways that we can't predict today, it really means that money and the economy can flow in a different way as well. And, you know, you can have either the 
positive or negative view about that, but there could be real impact in terms of what this means for profitability of businesses, what this means for – also 
for the ability for individuals in, either the gig economy, or small business economy to be able to take advantage of what data is out there to build 
businesses and build income streams.  
 
So, I'm very optimistic generally about what all this means, but I also recognize that there are a lot of privacy questions. There are a lot of economic 
questions that come along with this that need to be looked at over time. 
 
David Linthicum: 
What about pragmatic use within the enterprise? What advice would you give to CIOs and CTOs now who are looking at this kind of an architecture and the 
ways of kind of changing around it going forward? Is it too ambitious to do it in the short term, or is it something we can do in the short term, and how 
much money is it going to cost us? 
 
James Urquhart: 
Yeah, that's a great question. So,, you know, again I'm doing the research now. What I can tell you is certainly pay attention to the Kafka community and 
certain pay attention to what people are doing with log streaming and with some of the other technologies that Apache has that are in that same space. 
There's a tremendous amount of invention going on there right now. It's definitely in a pioneer phase. I would caution that an organization not prepared to 
do some invention and trying and failing in this space and inventing core components, not just things that are directly related to your business, it's probably 
not a time to worry too much about passing events across boundaries. I mean, Amazon's already got some stuff for Lambda that allows you to connect to 
your SaaS providers easily from using Lambda within your AWS account. Microsoft and Google aren't far behind with technologies around their functions 
and service programming stuff.  
 
But I'd say the big thing is, you know, pay attention to things going on in the Kafka community, things like functional programing and functions as a service, 
things like something called event-sourcing, which is basically using the event log as your data store and rebuilding the state of a given object from the 
information in that data store rather than from a fixed, static database. Pay attention to some of the real-time data processing tools; these are coming out 
of the IoT space. I really think it's really critical to understand what IoT is doing with data, things like Swim.ai which is looking at a more sort of peer-to-peer 
and complex-systems view of how to address data movement in the edge and in the IoT space. Those things show signs of being perhaps fundamental 
building components in what's going to come downstream.  
 
But I think it's also important to know, as I said, this is in a pioneer phase, and I think there's really no need to react quickly. What I would do, though, is 
make sure that when you're thinking about what your applications and services are going to do, the ones that you're building today, the applications you're 
modifying and modernizing today, think about the role of events both in terms of the way the technology can more effectively behave and what would push 
data of various of sorts mean, but also from a business perspective. Are there real-time data components of what you're building for right now that might 
be valuable to others, valuable to partners, valuable to customers, maybe valuable to the internet as a whole that you should be at least planning for, at 
least tracking in your product plans for the opportunity to make those available. If you remember, Jeff Bezos when he founded Amazon, one of his rules 
from day one was every service we build has to have an API that we could make public someday if we wanted to. In the same way you could think about 
that in terms of every service that we build to have event streams as necessary that we could make public someday if we wanted to. And I think that that's 
probably about the level to be at right now, and you know, ask me in another year and it'll probably advance farther and there'll be more advice to give. But 
that's kind of where we are. 
 
David Linthicum: 



Where are you blogging these days? 
 
James Urquhart: 
Well, mostly on Pivotal's blog. The name is escaping me at an unfortunate time. But there are several blogs, including one targeted at CIOs, that come from 
Pivotal. I spend a lot of time writing on the one that's sort of at the executive level discussions. I'm also writing occasionally, not very much lately, on my 
Medium blog, which is called Digital Anatomy, and so that is more of a discussion around the event-driven stuff that we were talking about just now. And 
then I'm on Twitter a lot and easily findable there. Just @JamesUrquhart is enough to find me. 
 
David Linthicum: 
So, make sure you guys follow James. He's one of the luminaries in the industry and probably one of the, like I said, the most knowledgeable voices in terms 
of pragmatic use and a thinker around the technology. So, if you enjoyed this podcast make sure to like and subscribe on iTunes or wherever you get your 
podcasts. Also check out our past podcasts including On Cloud Podcast hosted by my good friend Mike Kavis and his show Architecting the Cloud. And if 
you'd like to learn more about Deloitte's cloud capabilities check out DeloitteCloudPodcast.com. And if you'd like to contact me directly you can reach me at 
DLinthicum@Deloitte.com. So, until next time, best of luck in building your cloud computing projects. You guys be very good. I'll talk to you next week. 
Cheers, 'bye. 
 
Operator: 
Thank you for listening to On Cloud for Cloud Professionals with David Linthicum. Connect with David on Twitter and LinkedIn and visit the Deloitte On 
Cloud blog at www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to rate and review the show on your favorite podcast app. 
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