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Operator: 
The views, thoughts, and opinions expressed by speakers or guests on this podcast belong solely to them and do not necessarily reflect 
those of the hosts, the moderators, or Deloitte. 
 
Welcome to Architecting the Cloud, part of the On Cloud Podcast, where we get real about Cloud Technology what works, 
what doesn't and why. Now here is your host Mike Kavis. 
 
Mike Kavis: 
Hey, everyone, and welcome back to Deloitte's Architecting the Cloud podcast. I'm Mike Kavis, your host for today's episode, 
and the chief cloud architect over at Deloitte. Today on the show I am joined by Sirish Raghuram. And Sirish is cofounder and 
CEO of Platform9, a leader in SaaS-managed hybrid cloud. Sirish is focused on building Platform9 across customers, 
employees, and partners as the industry leader in hybrid and multi cloud. He is here with us today to talk about how to 
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architect applications and cloud infrastructure for modernization. So, Sirish, welcome to the show today. Tell us a little bit 
about your background and the big problem you were trying to solve when you founded Platform9. 
 
Sirish Raghuram: 
Mike, thank you for having me. It's a pleasure to be here today, and I love your podcast, by the way. 
 
Mike Kavis: 
Thank you. 
 
Sirish Raghuram: 
But my name is Sirish Raghuram. I'm cofounder and CEO at Platform9. Before starting the company my cofounders and I 
were early engineers at VMware and I was there for nearly a decade. We built a lot of the virtualization platform that the 
world runs on today, and we started Platform9 because we really saw a fundamental shift happening in the industry to move 
from an infrastructure-centric world, a datacenter-centric world to a cloud-centric architecture. And we thought that that was 
a profound shift which brought about a new set of challenges which we broadly called the hybrid cloud problem, and there's a 
conundrum around that that led us to start the company. And that conundrum is essentially you can go to the public cloud 
and, Mike, you've written about this. I know you have some books on blogs on this that are very relevant. The hybrid cloud 
conundrum is essentially this. You can go to a public cloud and you can be up and running in minutes and you can have all 
the good things about cloud, a broad range of services, and so forth. But ultimately you get locked into an island of 
infrastructure and now you replace your lock in to your traditional datacenters with lock in with someone else's datacenters. 
And so we felt that there's a need for a solution to turn any infrastructure anywhere, whether that's on premises, across the 
hybrid cloud, into a true hybrid cloud architecture. And that problem, even though we've talked about hybrid clouds for a long 
time, it has been extraordinarily complex to truly run a hybrid cloud architecture or a multi cloud architecture. And that's our 
mission, is to help enterprises succeed with that. That's what we do, is we make it easy to run infrastructure anywhere, on 
prem or across cloud providers as a true hybrid cloud platform and ultimately help enterprises succeed with using cloud 
technologies as they modernize and digitize their businesses. 
 
Mike Kavis: 
Yeah, and that's a real problem because a lot of companies are afraid of lock in, so they go dark on the business forever trying 
to build their own hybrid cloud – roll their own Kubernetes, roll their own whatever. And it looks like IT for the sake of IT and 
the business is sitting there waiting. So how does your platform solve that problem? 
 
Sirish Raghuram: 
So the challenge is this, right? I mean, the problem that people end up having is that the – the reason they end up rolling their 
own Kubernetes is because they are trying to build a platform internally that can provide a consistent development 
experience, a consistent operational set of tooling that runs anywhere, right? It runs on prem and in the public cloud. And the 
way we solve the problem is actually we don't reinvent what's already out there in the industry. So if you take something like 
containers and – the best practice today is if you can run your application architect, your application using containers and 
Kubernetes, that is the start of the art today, things like Kubernetes, microservices, serverless. And we essentially use these 
standard industry technologies like containers and Kubernetes, like functions of the service and serverless functions. And if 
you have VMs, we use infrastructure as a service built on open source technologies like OpenStack, and we provide a SaaS-
managed platform that is available to run instantly. So unlike spending, you know, years – man-years of work trying to get 
these technologies up and running, this is a SaaS platform in which you can just plug in your infrastructure wherever that 
exists, whether that's on prem, whether it's greenfield or brownfield, it's VMware environment or bare-metal environment. 
They're all public cloud environments and you can be up and running with these standard cloud technologies, and that's how 
we're able to give our customers a much faster experience, time to value, speed, and we are able to give them a more 
consistent experience, a consistent development experience, a consistent IT operations experience across any cloud 
environment or on prem environment. 
 
Mike Kavis: 
Yeah, and one of the – you guys write a lot. I see a lot of stuff showing up on the DZone and you have this Gorilla Guide 2, and 
you have many chapters in them. One of them was "Serverless," which I found interesting, and so let's talk about serverless 
computing now. And serverless has many flavors, right? There's functions as a service, and then there's using something like a 
managed database solution as a service, so for like a Redshift or any of the Google database services. But for the sake of this 
let's talk about functions as a service, okay? So serverless computing, whether it's FaaS or a managed solution like database as 
a service, fundamentally changes the approach to development. Why is that? And what are some of the issues companies 
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encounter when they take on serverless? 
 
Sirish Raghuram: 
Yeah, you know, I'd like to answer that, Mike, by telling you about how we approach this space. We didn't set out – one of the 
offerings on Platform 9 is Fission, Fission.io, which is the leading functions as a service framework for Kubernetes. And we 
didn't set out one day saying, "Hey, we've got to go do something in serverless." We actually came at it in a really organic 
fashion. The insight we had was that we were seeing a lot of customers trying to run their applications using Kubernetes, and 
we saw that that learning curve to Kubernetes is really significant, not just from an operations point of view but even from an 
app developer's point of view, an app operator's point of view. There's a lot of knobs that you need to deal with. For example, 
you need to know about labels, pods, selectors. You know, you need to know about StatefulSets, replicas, deployments, 
DaemonSets – you know, I'm just giving you – ingress controllers, egress controllers, right?  
 
My point is that ultimately Kubernetes has a lot of infrastructure-centric abstractions as well. These are portable. These are 
agnostic to the specific hardware environment, whether this is a datacenter or cloud environment that you're running. But 
ultimately these are very infrastructure-centric constructs. And you think about it from the point of view of an app developer 
today, somebody who's developing web apps using Node.js or a full stack developer. There's a lot of plumbing in these 
technologies, even in something like Kubernetes. And so the inspiration behind Fission was why can I not as a developer just 
focus on my code and my business logic? Why can I not just say that, look, here's a service, here's a set of APIs that it exposes, 
and here's what it does, and just make it run? Make it so. Don't make me deal with all of these infrastructure abstractions in 
something like Kubernetes. So being able to focus on code then brings about a whole new level of automation, and in fact 
Fission runs on Kubernetes so it's actually – what it's doing is it's providing a much simpler, higher-level abstraction for 
application developers to be able to just take their code and express it, and behind the scenes what it does is it actually emits 
all of those Kubernetes constructs for you just in time. So you can think of it as it's doing just-in-time Kubernetes, 
microservices on Kubernetes for you, but from a development experience it's much simpler, it provides you a simpler and 
faster way to build and run your applications, and it has the added advantage of giving you new constructs that were not 
possible when you were in the Kubernetes world such as being able to do LiveReload, being able to do record and replay at 
the business logic level, right? So there's a new level of automation that is possible because Fission is centered on the 
application developer as opposed to the infrastructure or operator. 
 
Mike Kavis: 
Yeah, and one – you know, a lot of companies are trying to be cloud agnostic so they're giving up a pretty substantial service 
catalog, but that's an okay tradeoff for somebody. And what I mean by that is, you know, Amazon releases a block chain 
ledger database; you can't use that because that's lock in. But that's a fine tradeoff for some people, but the problem is they 
start managing their own Kubernetes cluster and all of a sudden they're in the infrastructure business again. So now you've 
given up on the service catalogue and you're still managing infrastructure. The question is if you're not using platforms to do 
this, what are you really getting out of the cloud? 
 
Sirish Raghuram: 
That's a really insightful point, Mike, and you've written I think really thoughtfully about the tradeoff between cloud lock in 
and agility, right? 
 
Mike Kavis: 
Right. 
 
Sirish Raghuram: 
So – and you're right in that trying to avoid the lock in to an individual cloud provider people end up looking to technologies 
like Kubernetes because it gives you portability, consistency in a multi cloud, you know, first platform. But now if you end up 
trying to run that and you're now getting back – you're replacing datacenter operations with Kubernetes operations, right? 
 
Mike Kavis: 
Right, right. 
 
Sirish Raghuram: 
And that's essentially the pitch – you just made the pitch for Platform9's managed Kubernetes service, right, which is being 
used by a lot of enterprises global, and it gives you essentially Kubernetes truly as a SaaS service, right, where you can decide 
where it runs, right? You can run it on your on prem environments, in your VMware environments, in public cloud 
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environments, or in mixed architectures, hybrid or multi cloud architectures. But it makes Kubernetes just work via SaaS, via 
Saas operations so that you don't end up replacing cloud lock in with operational lock in to Kubernetes, and you're able to 
actually use these open source cloud technologies to truly solve that cloud lock in problem. 
 
Mike Kavis: 
Yeah, in the early days of Docker, before it was called Docker, I met with Solomon Hykes back when they were dotCloud, and 
the concept of Docker was just coming out. And when it came out it was kind of like wow – it was like a wow moment, and it 
became really easy to set up containers, to set up environments. And then people started embracing it, and then they started 
talking about production, and then it started becoming hard, right? Now you've got to deal with F5 load balancers, you know, 
all the – databases, and then this huge ecosystem came up, and then the orchestration engines came up and Kubernetes, and 
next thing you know we're back to – I call it private cloud 2.0.  All of a sudden we're doing all this work again, and I think the 
interesting thing – and I want to get your opinion on this – is containers started underneath the PaaS platforms. And you 
know, while you were running PaaS and they were making changes, it was – you were blind to it. It just happened. Then they 
came out, got popular, the orchestration engines came out, and all of a sudden we're, like, building our own PaaS solutions. 
And my opinion now is nobody should care about containers anymore. All of that should be abstracted for us. We want all the 
benefits of it, but should we as developers and system administrators really care about that stuff anymore? 
 
Sirish Raghuram: 
That's a really thoughtful point. You know, I think the one – I do think, though, that you're absolutely right, firstly, Mike, in that 
we've gyrated a little bit. We started with PaaS, you know, going back to the App Engine and Heroku days. At the risk of dating 
ourselves, Mike, you know, that's kind of where things like this began. And then, you know, the emergence of something like 
Docker from dotCloud and the emergence of cloud container orchestration – what has happened is I think there's this 
continuing struggle between – it goes back to this continuing struggle between the desire to have something that just works 
and something that is – it takes care of a lot of the automation and plumbing and it abstracts that away and allows people to 
focus on their business value, but also satisfies I think the software development organization community's need for 
flexibility.  
 
And if you look at I think PaaS technologies today, you could argue that Kubernetes, and certainly something like Fission 
Serverless on top of Kubernetes, is truly an alternative way of thinking about PaaS. Like you can think of it as PaaS 3.0. And 
what has happened is that now, with the emergence of containers and Kubernetes, they have certain disaggregated the 
traditional notion of PaaS, but you now have much greater choice and flexibility. So compared to the first gen PaaS 
technologies or even the second gen PaaS technologies like Cloud Foundry I think, you can use something like Kubernetes 
which gives you a lot of power and control in terms of exactly how you want to architect your application and infrastructure 
stack so you can get the right level of performance and control and latency and, you know, optimize that. But you can now 
also get more opinionated PaaS technologies running on top of Kubernetes such as serverless on top of Kubernetes, or 
OpenShift is I think an example of a PaaS technology that runs on Kubernetes and provides a much more opinionated view. 
And I think the reality is that every development organization is going to make their own choice. I think that software 
development is too diverse and too heterogeneous for there being a one-size-fits-all argument. But we now have at least 
three major approaches. You could go in and architect your application operations at the Kubernetes level and have a lot 
more control and flexibility but you're dealing with a lot more complexity, but that's a tradeoff you're willing to make. Or you 
could go into something like a PaaS technology running on top of OpenShift using something like Knative or OpenShift on top 
of Kubernetes, and you're choosing a middle path. Or you could go for something like serverless running on Kubernetes and 
there you're going all in in terms of agility, right? That's the maximum agility that you can achieve and you're abstracting away 
a lot of the controls and plumbing that exists in Kubernetes.  
 
So I think there's three different choices today. The beauty is I think PaaS still lives but it lives in new ways, and the traditional 
ways of PaaS have been disaggregated by the emergence of technologies like containers and Kubernetes. 
 
Mike Kavis: 
Yeah, you made a good point there in that all decisions aren't binary. I often get asked, "Should we use PaaS or IaaS?" and I 
say yes, right? We use the right tool for the right job. And now you're talking about the same thing at the PaaS level. There's 
many different ways to abstract things, and the answer again is yes, you should use the one that's the best tool for the job, so 
good point there. I want to shift to a blog post I saw on the Platform9 blog and it was about the five predictions of serverless 
for 2019. So I want to talk about this because serverless is such a hot topic these days. So I don't know if you can remember – 
you know, it was a few months ago you guys wrote that, but what are some of those predictions? 
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Sirish Raghuram: 
Yeah, so we – you know, serverless is something we believe very strongly in. We think that there's a lot of value that 
enterprises can unlock by embracing this, and they are embracing I think technologies like serverless. So we had five 
predictions on that. The first one was that we see largescale adoption of serverless really happening in 2019, and this includes 
enterprise deployments of serverless technologies. Without naming this customer because we are under NDA, one of the 
world's largest travel reservation systems is somewhat we're working with who was trying to use microservices, and they tried 
IaaS and then they tried microservices, and they ended up going really big into serverless. And they first started with Amazon 
Web Services Lambda but they're now looking for other alternatives to Lambda because of some of the challenges they ran 
into. And they are looking to run all of their reservation systems on this serverless platform. Now this vendor happens to run I 
think somewhere around ten percent of all flight reservations on the internet, and so – and they're talking about serverless 
being the underpinning architecture to that. So just one customer deployment of that – it just shows the size and scale that 
serverless is running into. 
 
Another example is someone who is in the CPQ space, right, in terms of auto-fulfillment, and they have very large-scale 
number crunching challenges that they've been struggling with in terms of performance and scalability and elasticity of their 
CPQ application. They're the leader in the Gartner MQ in CPQ. And they're looking to serverless because they've found that 
that architecture is what's going to give them the max performance with the max flexibility in terms of elasticity and 
burstability. And so that is the first prediction, is in terms of large-scale deployments of serverless deployments happening in 
enterprise customers. 
 
The second one was one serverless on Kubernetes becomes the standard. I think the first generation of serverless was 
obviously pioneered by technologies like Amazon's Lambda, but what's happening now is with the emergence of Kubernetes 
– Kubernetes has become such the – it has become the de facto standard, and it's become the de facto for anyone who cares 
about either a private cloud or a hybrid cloud or a multi cloud. And so it's becoming this operating system, and serverless is 
becoming like a way of consuming that operating system, right? We talked about how it's – you can think of it as PaaS 3.0. And 
as Kubernetes is becoming ubiquitous, it is now also servicing serverless use cases and architectures in these organizations. 
For example, that CPQ customer that I was telling you about, they were already using Kubernetes and what they realized is 
that they were having these performance challenges for which they could use Kubernetes but they wanted a simpler 
development experience as well. And they're now looking at using serverless – specifically Fission running on Kubernetes in 
the public cloud as an architectural approach. And that wouldn't have happened I think if Kubernetes did not have the 
traction that it does in the enterprise market. 
 
The third prediction is that serverless is graduating to go beyond just being like stateless applications to actually being applied 
to real world applications that include applications that compute a significant amount of state and end up being essential 
stateful applications as a whole, and in terms of applications that are not just temporary, short-lived operations but also 
longer-running applications. So this comes down to the fact that any large-scale application – you take that travel reservation 
deployment we talked about or we take the CPQ deployment that we talked about. Data is such an important part of the 
world we live in, and real world applications often end up, you know, significantly transforming and working with large, 
complex data sets. And so in both of those deployments, serverless is being the compute engine for transforming and 
enhancing what is essentially a data augmentation or a data processing problem. And so serverless is not relegated to not 
being used alongside data-intensive applications. In fact that's starting to happen now. And Kubernetes has support for 
stateful workloads, specifically database workloads, message queues – there's a lot of stateful workloads that are now 
running in Kubernetes, and that in turn means that serverless working alongside these stateful engines on Kubernetes is a 
real possibility, whereas that was not quite possible I think a year or two years ago. 
 
The fourth and penultimate prediction was on how serverless tooling is going to be at a new level of maturity. Just recently we 
made available five capabilities that are just an example of this. In Fission there's this ability to do live reload, where you can – 
you know, a developer could be living in an IDE, could be typing code, and could save that and could literally watch that 
application get reloaded in real time without having to do any of the build and deploy and push. All of that automation can be 
automated away because of the nature of serverless technologies: record and replay, the ability to do any deployments of 
your code changes, the ability to instrument metrics around these. These are all real tooling that is necessary to be able to 
run and support applications through their lifecycle, and these are all available using serverless, and specifically Fission as an 
example of a technology that supports that. But there are others who are working on this as well. Knative is another example 
of a platform which is significantly adding to the range of tooling that's available for serverless systems. 
 
And finally I think serverless costs are also starting to become an issue. The travel reservation customer that we're working 
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with, they were actually working exclusively with Amazon Web Services Lambda for a couple years, and their math to ours was 
– what was revealing to us was that using an open source serverless technology such as Fission or others, or Knative, in their 
estimation would cut their costs by 75 percent. And that was really surprising for me to hear, because this is not someone 
who's running in a datacenter, running traditional virtualization technologies. These guys are running on Lambda in Amazon 
Web Services. But because of their ability to optimize and control and tailor the open source serverless technologies to suit 
their application workloads and infrastructure deployment environments, they're able to drive down costs by a pretty 
significant factor. And this is a very large-scale deployments, so those costs are very, very significant. So cost will also be a 
significant consideration for serverless going forward. 
 
Mike Kavis: 
Yeah, I also think serverless is the future. A lot of people argue that there's a lot of features or gaps in serverless, but again 
not everything is binary, right? You can still write an application that's mostly serverless and for those gaps you can spin up a 
VM and do what you need to do in that. But I'm on a team right now, we're writing complete composite applications that have 
no VMs. Everything is serverless or a managed service. 
 
Sirish Raghuram: 
And I can see why you'd do that. Today if you have the luxury of working on a new application, I think you'd be well-served to 
look into the possibility of using any serverless architecture because I think the speed and automation levels that you get with 
that are significantly higher than even compared to microservices. 
 
Mike Kavis: 
Yeah, most of the arguments against it are technology – I want to say [inaudible] or myths or just technology arguments, but 
at the end of the day we're in an environment where agility wins, so at some point you've got to take away your IT lens and 
put on the business lens and say, "What's the most important thing? I need to get this new feature or product out the door 
before a competitor, one that might not even exist yet, that's a startup beats me to the punch." So as an architect I come in 
with a business lens, and too many times I'm with clients or with peers and it's all about technology arguments. So I don't 
know – you probably see the same thing in your work. 
 
Sirish Raghuram: 
I do, and to your point, Mike, you know, that agility – people are constantly trying to push the boundaries in terms of getting 
more agility but also reducing lock in, right? And this has been I think an enduring team and it'll continue. People have been – 
the emergence of technologies like containers and Kubernetes is down to this desire, that we in the community want to have 
more agility, we want to have that with less lock in, right? And historically there's always been this contention between do you 
optimize for agility and you give up on lock in, or do you optimize for long-term flexibility and you lose some agility in the 
process? And I think one of the other aspects of serverless is that I think it is a new way of getting – you know, pushing that 
envelope in terms of getting more agility with less lock in, because of the technological shift that it enables, right, in essentially 
driving much greater automation and driving faster time to value. 
 
Mike Kavis: 
Yeah, and I also think we should look at agility-lock in trade off at the application or workload level, not at the enterprise level. 
In other words, not all apps are created equal, so if you're doing something that requires high levels of machine learning and 
AI, maybe you bet on one of the cloud vendors because of the exceptional offering they have there. But for most apps maybe 
you side more on the less lock in side. What's your thoughts on that? 
 
Sirish Raghuram: 
I think that, you know, the reality is this is going to be – this call is going to be made by the software development community. 
I think it's very hard in any organization to mandate a call, right? So any large organization will end up having, you know, a 
large number of applications and a large number of different application groups that are building those applications. And I 
think these calls are going to be made in reality at a per-group level, right? There's going to be individual software developers 
and architects who are driving this decision. But what I think the broader organization can facilitate is providing a platform, a 
hybrid cloud platform or an experience which gives them the most flexibility, where they have better choices to choose from. 
And you're right. There might be individual applications for whom it's absolutely the right thing to go settle on a specific ML 
technology from a specific cloud provider and build on top of that. But having more choices and a better hybrid architecture is 
enabling them to make choices that are better for the organization at large while also helping them get their app to market in 
the fastest time possible. 
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Mike Kavis: 
Yeah, great conversation today. The takeaway here is choices are better, right, and that nothing is binary. So sometimes you 
can go all in, sometimes you don't, but the more choices the platforms give you, the better you are. 
 
Sirish Raghuram: 
And that's the – I think my message to your audience would be by investing in the right kind of hybrid cloud technologies 
ultimately you can provide better choices and help people make better decisions, because I think they're all trying to do the 
right thing. Mike, thank you for having me. It was a pleasure to be here today. 
 
Mike Kavis: 
Thanks for being here. Tell us where we could find some of you guys' writing and what's your Twitter handle? Where can we 
find and follow you? I started following a lot of your team members lately. 
 
Sirish Raghuram: 
Yeah, we'd love to hear from your viewers. We're at Platform9.com, the number nine. We're on Twitter at @Platform9Sys, and 
I'm at @SirishRaghuram on Twitter. And we're going be at KubeCon in Europe next month and we're at a lot of the DevOps 
and cloud native shows. So if you're at any of these shows, please stop by and say hello. 
 
Mike Kavis: 
Awesome. So that's it for our episode today on Architecting the Cloud. To learn more about Deloitte or read today's show 
notes, head over to www.deloitte.com. You can find more podcasts by me and my colleague Dave Linthicum by searching for 
Deloitte On Cloud Podcast on iTunes or wherever you get your podcasts. I'm your host Mike Kavis. Thanks for listening and 
we'll see you next time on Architecting the Cloud. 
 
Operator: 
Thank you for listening to Architecting the Cloud, part of the On Cloud Podcast with Mike Kavis. Connect with Mike on Twitter, 
LinkedIn and visit the Deloitte On Cloud blog at www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to rate and review the 
show on your favorite podcast app. 
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	Sirish Raghuram:
	That's a really thoughtful point. You know, I think the one – I do think, though, that you're absolutely right, firstly, Mike, in that we've gyrated a little bit. We started with PaaS, you know, going back to the App Engine and Heroku days. At the ris...
	And if you look at I think PaaS technologies today, you could argue that Kubernetes, and certainly something like Fission Serverless on top of Kubernetes, is truly an alternative way of thinking about PaaS. Like you can think of it as PaaS 3.0. And wh...
	So I think there's three different choices today. The beauty is I think PaaS still lives but it lives in new ways, and the traditional ways of PaaS have been disaggregated by the emergence of technologies like containers and Kubernetes.
	Mike Kavis:
	Yeah, you made a good point there in that all decisions aren't binary. I often get asked, "Should we use PaaS or IaaS?" and I say yes, right? We use the right tool for the right job. And now you're talking about the same thing at the PaaS level. There...
	Sirish Raghuram:
	Yeah, so we – you know, serverless is something we believe very strongly in. We think that there's a lot of value that enterprises can unlock by embracing this, and they are embracing I think technologies like serverless. So we had five predictions on...
	Another example is someone who is in the CPQ space, right, in terms of auto-fulfillment, and they have very large-scale number crunching challenges that they've been struggling with in terms of performance and scalability and elasticity of their CPQ a...
	The second one was one serverless on Kubernetes becomes the standard. I think the first generation of serverless was obviously pioneered by technologies like Amazon's Lambda, but what's happening now is with the emergence of Kubernetes – Kubernetes ha...
	The third prediction is that serverless is graduating to go beyond just being like stateless applications to actually being applied to real world applications that include applications that compute a significant amount of state and end up being essent...
	The fourth and penultimate prediction was on how serverless tooling is going to be at a new level of maturity. Just recently we made available five capabilities that are just an example of this. In Fission there's this ability to do live reload, where...
	And finally I think serverless costs are also starting to become an issue. The travel reservation customer that we're working with, they were actually working exclusively with Amazon Web Services Lambda for a couple years, and their math to ours was –...
	Mike Kavis:
	Yeah, I also think serverless is the future. A lot of people argue that there's a lot of features or gaps in serverless, but again not everything is binary, right? You can still write an application that's mostly serverless and for those gaps you can ...
	Sirish Raghuram:
	And I can see why you'd do that. Today if you have the luxury of working on a new application, I think you'd be well-served to look into the possibility of using any serverless architecture because I think the speed and automation levels that you get ...
	Mike Kavis:
	Yeah, most of the arguments against it are technology – I want to say [inaudible] or myths or just technology arguments, but at the end of the day we're in an environment where agility wins, so at some point you've got to take away your IT lens and pu...
	Sirish Raghuram:
	I do, and to your point, Mike, you know, that agility – people are constantly trying to push the boundaries in terms of getting more agility but also reducing lock in, right? And this has been I think an enduring team and it'll continue. People have b...
	Mike Kavis:
	Yeah, and I also think we should look at agility-lock in trade off at the application or workload level, not at the enterprise level. In other words, not all apps are created equal, so if you're doing something that requires high levels of machine lea...
	Sirish Raghuram:
	I think that, you know, the reality is this is going to be – this call is going to be made by the software development community. I think it's very hard in any organization to mandate a call, right? So any large organization will end up having, you kn...
	Mike Kavis:
	Yeah, great conversation today. The takeaway here is choices are better, right, and that nothing is binary. So sometimes you can go all in, sometimes you don't, but the more choices the platforms give you, the better you are.
	Sirish Raghuram:
	And that's the – I think my message to your audience would be by investing in the right kind of hybrid cloud technologies ultimately you can provide better choices and help people make better decisions, because I think they're all trying to do the rig...
	Mike Kavis:
	Thanks for being here. Tell us where we could find some of you guys' writing and what's your Twitter handle? Where can we find and follow you? I started following a lot of your team members lately.
	Sirish Raghuram:
	Yeah, we'd love to hear from your viewers. We're at Platform9.com, the number nine. We're on Twitter at @Platform9Sys, and I'm at @SirishRaghuram on Twitter. And we're going be at KubeCon in Europe next month and we're at a lot of the DevOps and cloud...
	Mike Kavis:
	Awesome. So that's it for our episode today on Architecting the Cloud. To learn more about Deloitte or read today's show notes, head over to www.deloitte.com. You can find more podcasts by me and my colleague Dave Linthicum by searching for Deloitte O...
	Operator:
	Thank you for listening to Architecting the Cloud, part of the On Cloud Podcast with Mike Kavis. Connect with Mike on Twitter, LinkedIn and visit the Deloitte On Cloud blog at www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to rate and review the ...
	About Deloitte
	Visit the On Cloud library
	www.deloitte.com/us/cloud-podcast
	As used in this podcast, “Deloitte” means Deloitte Consulting LLP, a subsidiary of Deloitte LLP. Please see  www.deloitte.com/us/about for a detailed description of our legal structure. Certain services may not be available to attest clients under the...
	Please see www.deloitte.com/about to learn more about our global network of member firms. Copyright © 2019 Deloitte Development LLC. All rights reserved.

