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Operator: 
This podcast is produced by Deloitte. The views and opinions expressed by podcast speakers and guests are solely their own and do not reflect the  opinions 
of Deloitte. This podcast provides general information only and is not intended to constitute advice or services of any kind. For additional information about 
Deloitte, go to Deloitte.com/about. Welcome to Architecting the Cloud, part of the On Cloud Podcast, where we get real about Cloud Technology what 
works, what doesn't and why. Now here is your host Mike Kavis. 
 
Mike Kavis: 



 

 

Hey, everyone, welcome back to the Architecting the Cloud Podcast, where we get real about cloud technology. We discuss all the hot topics around cloud 
computing, but most importantly with the people in the field who do the work every day. I'm your host Mike Kavis, chief cloud architect over at Deloitte. 
Today I'm joined by Christ Psaltis, CEO and cofounder of Mist.io. So, Chris, you have the honor of being the first Greek on this show, true Greek, so this is the 
all-Greek podcast. I'm a like third-generation Greek-American but you're the real deal here, so I want to say [speaking Greek]. [Laughter] I probably said that 
bad, but – 
 
Chris Psaltis: 
You're good. You're good. 
 
Mike Kavis: 
Yeah. [Speaking Greek], all that stuff. But tell us about your background, a little bit about your company, and what brought you to starting Mist.io. 
 
Chris Psaltis: 
Thanks a lot for hosting me, Mike. It's a real honor to take part in the first all-Greek, so [laughter]—so as you said, my name is Chris Psaltis. I'm the 
cofounder and CEO of Mist.io, where we are building an opensource multicloud management platform, and my background is in engineering. I used to work 
as a researcher and a software engineer in the machine learning and commuter vision space back in the time when it wasn't really popular and there were 
no real deep neural networks and things like that. And over time I started doing more conventional, let's say, software engineering work. We started a 
company with a few friends doing consulting, and back then we were helping customers around the world with writing new applications, usually on top of 
opensource, deploying them, managing the infrastructure and the application itself.  
 
So, slowly people started going to cloud. It was like 2012, so we had to face a situation where everybody had a different cloud. Some were on AWS, some 
were on co-lo, on-prem stuff, you name it. And we started building Mist in order to help ourselves manage the infrastructure for our customers in a more 
simple and efficient way. So, that's how it all started, and we thought that it would be like a couple of weekends [laughter] until we get it right, so yeah. We 
were very, very wrong. So, a few years later we are still on it. 
 
Mike Kavis: 
Yeah, it's funny. A lot of startups start—you're solving a problem for yourself, and then it's like, “Hey, let's bring this to market. We can help other people.” 
It sounds like it's similar there. You guys started building something to solve a problem for yourself and then took it to market. 
 
Chris Psaltis: 
Exactly, yeah. 
 
Mike Kavis: 
So, real quick question. Is there a vibrant startup community there in Greece, or you guys just kind of showed up on your own and kind of made your own 
mark or…? 
 
Chris Psaltis: 
Well, when we started it wasn't really popular, to be honest. There were a few startups already, and there were—like briefly afterwards we had a few 
successes, let's say, some success stories, but it wasn't really popular. Now the situation is much different. It's becoming more mainstream, let's say. Still the 
ecosystem is not extremely big. After all, we're a small country, small market, but it's growing. It's growing year over year. And the successful stories are 
also coming our way, so there's like a new generation of people working in the startup space. And like the whole scene here is a little bit all over the place, I 
have to say. Obviously, you have the more tourism-oriented space, which is big here, but you also have low-level technology like ourselves, for example, 
marketplaces. So, it's pretty much all over the place and it's gaining more popularity every day. So, it's an interesting period for the scene. 
 
Mike Kavis: 
Yeah, a lot of respect. You know, when I was doing a startup, our founder was in Erie, Pennsylvania, which no one cared about, and we were in Tampa Bay 
area, which no one cared about, because all the startup money was in Silicon Valley and New York, and Boston, Chicago, Portland—big cities. So, it was hard 
to raise money, so a lot of respect, because you're probably in the same scenario, right? 
 
Chris Psaltis:  
Yeah, yeah. It's definitely not Silicon Valley. The early-stage situation is rather okay here, but you don't get these follow-on type of funds. So, it's—yeah, it's 
tough. It's tough for sure. 
 
Mike Kavis: 
So, the stuff's good if you can survive when you're not in one of the big cities, so congratulations on that. We're going to talk cloud here, specifically an 
article you wrote in The New Stack, which is kind of one of my new favorite places to read technology articles. And the title was, "The True Meaning of Open 
Cloud." So, let's talk about that. I have a bunch of questions targeted towards some of your opinions in there, but let's first talk—you talk a lot about what 
does open really mean in terms of cloud, so, why don't you tell us what your thoughts were on that? 
 
Chris Psaltis: 
Yeah, so, I started writing this post because, lately, I am seeing a lot of marketing and sales talk, mainly from major cloud vendors out there sponsoring their 
solution as an open cloud versus a closed cloud. I don't know exactly what's the [laughter] alternative there. So, I don't think this is ill-intentioned, but it's 
certainly a little bit confusing, so I wanted to clear this up a little bit, at least what I understand by open cloud, and then try to figure out how each of those 
clouds measure against this open cloud definition, let's say. Unfortunately, it's not really simple or straightforward, everyone needs to do his own or her 
own homework, but I believe like, at the baseline, there are three things you should consider regarding how open a cloud is. It's not a binary situation for 
sure. 
 



 

 

So, first of all, you cannot call cloud and mean the entire thing, like all 2,000 services of AWS, for example. So, this has to be a little bit more specific. Which 
are the number of services that I am interested in? And from there on, you have to look into if they're built on top of opensource technologies, if they have 
some sort of open APIs, standard interfaces, things like that, but also what's the deal with your data, which is always a big bottleneck. How portable can my 
data be? So, probably, these three are the most important aspects to look into, yeah. 
 
Mike Kavis: 
Yeah, and I think a lot of times people mix open and opensource. 
 
Chris Psaltis: 
Yeah. 
 
Mike Kavis: 
And open instantly means portable to other people, but let's talk about portability, right? First of all, what does portability really mean in the cloud? So, to 
some people it means you have to be totally cloud-agnostic, right? To other people it just means it shouldn't take an army and two decades to port 
something from one to the other. And I think there's use cases for both, so what's your thoughts on portability? I think sometimes people take a binary 
approach and say, "Every single thing I write has to be totally portable.” And other people take a more pragmatic approach to say, "This workload there's a 
need for it; I'm going to be disconnected sometimes so I can't always be in the cloud," or, “This workload there has to be in some locale that requires it.” So, 
I said a lot there, but what's your take on portability and when it makes sense to be agnostic, versus to go up the stack and really take advantage of the 
cloud? 
 
Chris Psaltis:  
Yeah, yeah, that's a very good question. I think it revolves around the cost of migration. So, there's a fear from the end user side about what will it cost me 
to migrate off platform X, right? And I can safely say right now that no migration is for free. There is always some cost involved, so working on some sort of 
open cloud or open technology or, let's say, in a service that helps you be more portable can minimize your migration cost. Will you need to migrate off a 
specific platform? I don't know, and probably you don't know either when you begin. So, I think it's more of a problem of prematurely optimizing your exit 
strategies before you even have like a clear adoption strategy. So, portability in that sense means how easy it is to move a specific application from one 
place to another, and how easy it is to move the data that are required by the application somewhere else.  
 
And yeah, so—and this depends on a lot of factors. The situation with more traditional workloads is a little bit more complicated, let's say, VMs. When it 
comes to containers, there is clearly a benefit in terms of portability. It's much easier to move containers around. It's still not totally free, and this also 
depends on what other services are you using. For example, am I using some sort of database-as-a-service? Am I using some sort of IAM service? So, usually 
the problem is not the application itself, like the container for example, but all those revolving components that make your application go live. And then 
obviously data—moving data is never free. It will take some time. And even if you afford the time, it will take some money, right? So, it's both. And the 
interesting thing here, and the irony of talking about open clouds, is that everybody's talking about an open cloud, but everybody is charging you for egress 
data transfer, right?  
 
Yeah, so that's something that you should keep in mind, but it's not necessary to design from scratch with, “Oh what will happen in four years from now 
when I need to leave this cloud and move somewhere else, or I need to move to another region or something like that?” It's good to have this in mind, but 
build one step at a time. Don't try from day one to over-optimize everything. It will cost you a lot. It will slow you down. The much more sane approach, let's 
say, would be to go in and start building on top, improving and improving and improving and moving towards whatever your goal is. 
 
Mike Kavis: 
Yeah, one of the things you mentioned when you talked about the ingress/egress charges—one of the things I've been thinking about—one of these days 
I'm going to write an article about this. But prior to cloud—I've been in this space for over 30 years. When I grew up in organizations, my hardware 
technology environments were kind of fixed. I didn't really have a choice, right? So, we took a lot of things for granted, and we focused on how do I make 
this the most reliable system possible. But how we have all these options, and, as an architect, we have to think about the cost—a lot about the cost of 
these decisions, right? 
 
So, when we use Kubernetes or those types of things, if you leave something on too much, your bill goes through the roof. If you make a decision—I'm 
going to do this myself, versus I'm going to go up the stack and leverage like database-as-a-service, there's huge cost and time ramifications of that. If I'm 
going to be truly portable and this is going to go from cloud to cloud, you have to factor in the cost, like you said, of egress charges. So, I think in the cloud, 
the architect has to be more cost-conscious about the design decisions than in the past when everything was fixed. You still had cost ramifications on 
performance and speed and how much storage you used, but I think there's just more cost considerations now, because the wrong choice or the least 
feasible choice can really run a bill up, where before your infrastructure costs were what they were. So, just your kind of thoughts on that. 
 
Chris Psaltis: 
Yeah, this is very true. There are many cost parameters that the architect needs to consider, and cost parameters not just by, let's say, keeping track of your 
current usage but also being able to project what your usage will be at some time in the future. There are in several cases break points where it doesn't 
make a lot of sense to keep using service X because from a point on it becomes crazy expensive. So, there are several parameters.     
 
And so, certainly there is a lot of complexity there, but there is also a layer of complexity around cost and time and effort involved from your team's side, 
which is also a big bottleneck in many cases. Do I have the internal skills required to do this thing and keep it running? And if I don't, what will it cost me to 
acquire them, and what will be the cost for putting those people to work on this thing, right? So, it's certainly much more complicated nowadays, and the 
architect needs to be very, very conscious of what are the parameters that impact the overall cost and the overall budget of such a project. 
 
Mike Kavis: 



 

 

Yeah, and I think I've seen at some clients, they start their journey and step one is we need to be cloud agnostic, right? And the cost of that is pretty 
substantial, right, because you can't be. It's just a datacenter at that point, right? So, talk about what you give up when you take that approach. 
 
Chris Psaltis:  
You give up speed and money practically. That's the bottom line, right? I don't want to be misunderstood here, because in some cases maybe being cloud 
agnostic since day one makes sense, but probably you know that already. So, it's very clear to you that we need to do it like this and there's no other way. 
But I would argue that, in most cases, starting from being cloud agnostic on day one is probably an overkill. It might make sense to evolve there, but starting 
from this point will slow you down. You will need to do a lot of stuff manually when you could just be getting them off the shelf. And you know, you can 
build the agnostic part later on; it doesn't need to be there from day one. 
 
You can start using the platform, get your people acquainted with it, gain some experience, learn more about the platform, its limitations, its capabilities, 
and internalize this experience and move forward. If you begin from day one, let's say, by installing your own Kubernetes, you're in a new world of pain. 
Running a cluster yourself is not an easy task. If you don't know exactly what you are doing and you don't have the people who can do it, then probably it 
won't make sense, just because you want to be cloud agnostic from day one, right? 
 
Mike Kavis: 
Yeah, and you know, there are—like as a software provider like yourself, you probably have to deliver both SaaS and on-prem, because some companies 
just don't want to put stuff in the cloud, right? 
 
Chris Psaltis: 
Yeah, exactly. Yeah, we do both. 
 
Mike Kavis: 
But multicloud's a different story, right? And on multicloud it's often more of a fear of—like in the early days, some cloud providers disappeared at the IS 
level. I don't think we were afraid of the big three or four disappearing, but sometimes there was concern—a lock in. And I think the time to market you lose 
and the complexity you gain by trying to make everything run everywhere is just kind of fool's gold. I don't know what your thoughts are on that. 
 
Chris Psaltis: 
Well, first of all, we're selling and we're building on multicloud platforms, so certainly this argument doesn't work in our advantage, but you're right, 
because we see people going into multicloud for the wrong reasons. There are good reasons to do it, but there are also wrong reasons. So, try to stick to the 
right reasons, versus the wrong reasons, and if you do the right reasons, then we can help. If you're doing the wrong reasons, then there's not much we can 
do. But like I would also like to differentiate between different reasons for doing multicloud, because there are some reasons that you simply can't avoid. 
So, in many cases, probably the majority of the cases, it's multicloud that's choosing you. It's not like you are choosing multicloud. So, – 
 
Mike Kavis: 
Right. 
 
Chris Psaltis: 
You have an M&A situation, your primary cloud is AWS. Suddenly the new organization is running in Azure, and in one day you're multicloud. But there are 
also legal reasons: you need to keep your data in specific jurisdictions, you can't move them out, and things like that. So, these are really common 
situations, and in those situations you just have to manage it. But there are also cases where it's more of a strategic move, let's say, to move faster, to get 
like a best of breed service or to offer better customer experience, bringing your datacenter closer to your end users and reducing latency. So, yeah, there 
are several ways and several reasons to do it. Just make sure you're into this for the correct reasons, because otherwise it can be really hard and a big 
overhead. 
 
Mike Kavis: 
Yeah, I think multicloud is more of a reality than a strategy, and what I mean by that is I may acquire a bunch of companies, and through that I wind up with 
three, four, five clouds, or one business unit or one product was just born on AWS, the other was born on Azure. It just kind of happens. So, there's always a 
need for a service like you guys provide, which is how do I manage this in a consistent way. But, I don't see as much as from the start it's a multicloud 
strategy. Usually it's a multicloud reality; then you need a strategy around it to be able to manage it. 
 
Chris Psaltis: 
Exactly, exactly, yeah, yeah. 
 
Mike Kavis: 
So, the next thing I want to talk about is portability, and this goes back to if you're just thinking about a product you're building, does this product need to 
be multicloud or not? And there's various reasons why it makes sense, versus it doesn't, but a lot of people just default to everything must be agnostic, 
multicloud. And one of the things I want to talk about is the cost of migrating, as we were saying earlier. And I think growing up in the days of physical 
hardware and large databases where we wrote storage procedures to it, unfortunately, and then it came time—hey, we had to move—you know, we were 
on an 18- to 24-month project that really had no business value to the consumer, but it was something we had to do. And I think people still equate moving 
from one cloud to another to what we had to do back then. 
 
But if applications are built kind of in a cloud-friendly, cloud-native way where stuff's loosely-coupled, maybe we choose to use some tooling like Terraform, 
which is agnostic, but still go up the stack within the cloud, I think portability isn't the—migrating isn't the nightmare it used to be. It’s never going to be fun 
and easy, but you think about something like BigQuery, and if you take the approach I have to be cloud agnostic, you can't leverage an amazing technology 
like BigQuery, right? So, what's your thoughts on really the cost of moving to another cloud, versus the old days of moving to another platform and all that? 
 



 

 

Chris Psaltis: 
It's certainly much lower than it used to be, but it also depends on your architectural choices, choices that you made earlier in the lifetime of your 
application. It's certainly much lower. You don't have to do all the crazy lift and shift operations that you were dealing with. Moving a set of containers is 
very, very simple. And, maybe you will need to rearchitect some parts of the application here and there, but it's not such a big deal. So, it's certainly much 
easier and it's getting much easier every day, but there are still things that are really—could be really core to your application and are really closed, like the 
BigQuery example you mentioned. 
 
I could go to other cases as well—this could apply to other cases as well. So, if you standardize against BigQuery, it's practically impossible to replicate that 
experience with something else, so there will be some cost involved there. So, it's not just—it's not about moving the application itself. Nowadays with 
cloud native it's much simpler. It's stateless, but with stateful things, this is where it gets tricky, and there are many different layers where you can get stuck. 
It's hard to give a very specific answer there. And there's also like some invisible parameters to it, like the knowhow that your team has built over time 
working with BigQuery, again to your example. Can they replicate their experience to RDS? Probably not, so what do you do then? So, there are several 
factors that you need to consider. But if you look at the workload itself, the stateless workload itself, it's much, much simpler than probably anything else.  
 
Mike Kavis: 
Yeah. Just to clarify for our listeners, what we're talking about here is, if you built something in the cloud, migrating that. That's much simpler if you built it 
right—but migrating from non-cloud to cloud, there's never anything simple about that. 
 
Chris Psaltis: 
[Laughter] Yeah, exactly. 
 
Mike Kavis: 
Yeah. And the other thing I want to talk about is a lot of people say, "Well, it's in a container so we can just migrate it," but there's this—we have this 
concept called the landing zone, right? When you go to a cloud you just don't want every developer who’s got a credit card to do stuff, so you take the core 
functionality—let's just say it's an Azure shop—and you build guardrails around it: your security framework, monitoring framework, logging framework, all 
that stuff—control IAM. And then you let developers build. So, yeah, they can build something portable, but when you want to port to Google, per se, you 
have to go build that landing zone, too, right? 
 
And you are leveraging their specific proprietary APIs around IAM and their logging frameworks and stuff, so it's not free, right? You still have that one-time 
tax of building that, and it's—yes, the container can move, but the app— there's still some stuff you've got to do. And I think there's this perception—it's in 
a container; I can just go everywhere, but your application on top of it has to be built to go anywhere. So, thoughts on that? 
 
Chris Psaltis: 
Yeah, that's very spot on. That's like from the opposite side of the argument. Like, if I'm building with cloud-native technologies and containers and all that, I 
can do anything anytime. So, no, it's not as simple as you think. And these are very good examples that you gave, like the monitoring systems, the logging 
systems, the access-control systems, security policies. There are a lot of things revolving your main, let's say, application, which can be very specific to a 
cloud vendor and rather hard to replicate. So, probably you will need to rewrite them from scratch. And a good balance there would be to make some 
things more agnostic at that level, though. 
 
Instead of going with whatever native logging option, maybe you could try an opensource solution and spin it up inside your Kubernetes cluster. Or maybe 
you could try adopting some like opensource monitoring solution, or some sort of service that would work with Azure and Google and AWS and something 
else. So, in these scenarios overall, it's helpful to get best-of-breed services for all those components revolving around your core application, like 
monitoring, logging, security stuff. So, that would be an interesting point to look at from the cloud-agnostic perspective, but with a good twist to it, so 
you're not really, really tied to a specific implementation from a very specific vendor that works only in the context of one vendor and nowhere else. 
 
Mike Kavis: 
So, last question, and I'm going to go back in time a little bit. And back when solo was the big buzzword, right, the antipattern was I'm going to buy an ESB—
enterprise service bus. Okay, now what? And when I got into consulting in cloud—I got into cloud back in 2008, but when I got into consulting it was about 
2013. A lot of companies were like, "We're going to buy a CMP." So, they would buy that and go, "Oh, now what?" But I think we've evolved a lot since then, 
and now, like we were talking earlier, all these different groups are building in the cloud, and now we've got a need to manage it. Management platforms 
like yours are kind of back in style and necessary. So, talk about when you guys started seven, eight years ago the demand for solutions like yours versus 
what you're seeing today, and who's the typical buyer now? 
 
Chris Psaltis: 
Yeah, so back in the day the main argument we had to deal with was, oh, we're not doing multicloud. Who's doing multicloud? Why should we do 
multicloud? So at some point maybe we will go to public cloud, but it will be just AWS and nothing else and that's it, period. So, there  was a lot of denial. 
The truth is that they were probably already running multiple platforms at that point, and even like, if you consider only on-prem stuff, like several V-
centers, maybe an open stack, maybe something else. So, there was a lot of denial. Maybe it wasn't really clear what's the case of multicloud and how you 
can leverage it or how you could manage it. Now we see this situation becoming something totally different. So, now it's in the acceptance phase, let's say. 
 
Everybody understands that they are multicloud, they're going to stay multicloud probably forever, so they need to do something about it. But on the other 
hand, all this, let's say, first generation of platforms created a perception that implementing CMP is a really hard job, and maybe they're not getting the 
benefits that they were looking for. So, now we're seeing some sort of mix, let's say, in what you can leverage to manage multicloud. One part of the 
equation is something like Kubernetes where you're moving the abstraction of the infrastructure to another system, a little bit higher in the food chain but 
still rather low. Another approach is doing that with some sort of workflow-agnostic tool like Terraform, that you mentioned earlier, and then you still have 
like the cloud management platforms like ourselves who of course are different than that first generation of platforms. 
 



 

 

And we think the future is combining probably everything. There's no clear solution to the problem because it's a really complicated problem, and its use 
case is very different. So, you're probably seeing something like picking, choosing, mixing, and combining, integrating in order to get your job done, because 
that's the goal in the end of the day. Do whatever it is that you're looking to do. And with that in mind we are also keeping our platform as open as possible. 
I mean, it's opensource by itself, but also we see it more as the glue between different components rather than this is it, take it or leave it, and if you take it 
you will need two months onboard, you can never offboard. So, yeah, that's not the way you should be doing it. 
 
Mike Kavis:  
Cool, great way to wrap it up. Next time let's not wait seven years between talks, so—yeah. 
 
Chris Psaltis: 
Maybe next time we'll do it in Greece! 
 
Mike Kavis: 
We'll do it in Greece, yeah. I haven't been there in like 26 years so I'm due. So, that's it for our show today on Architecting the Cloud. To learn more about 
Deloitte or read today's show notes, you can head over to www.DeloitteCloudPodcast.com where you'll hear more podcasts by me and my world-famous 
colleague Dave Linthicum just by searching for Deloitte On Cloud Podcast on iTunes or wherever you get your podcasts. I'm your host Mike Kavis. You can 
always reach me, MKavis@Deloitte.com, or @MadGreek65 on Twitter. Thanks for listening. We'll see you next time on Architecting the Cloud.  
 
Operator: 
Thank you for listening to Architecting the Cloud, part of the On Cloud Podcast with Mike Kavis. Connect with Mike on Twitter, LinkedIn and visit the 
Deloitte On Cloud blog at www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to rate and review the show on your favorite podcast app. 
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