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Operator: 
Welcome to On Cloud, the podcast for cloud professionals, where we break down the state of cloud computing today and how you can 
unleash the power of cloud for your enterprise.  
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David Linthicum: 
So welcome back to the Podcast. You got Mike Kavis and Dave Linthicum here, we’re fresh back from re:Invent. Man, I’ve kind of had my 
fill of Vegas what about you? 
 
Mike Kavis: 
I have fortunately—unfortunately—I had to be there three times in the last three months for a bunch of other events, so I’ve definitely 
had my fill. 
 
David Linthicum: 
Yes, we might want to get a corporate apartment there, we are there are so many times. But back from re:Invent, and re:Invent was 
awesome in terms of lots of stuff going on. Even if you don’t attend the events and don’t attend those sessions, it’s kind of a networking 
event where you kind of meet everybody and anybody who is doing anything within Cloud, was that your impression? 
 
Mike Kavis: 
Yes, you pretty much can, and you can meet people who are new to it, and you can people who have been at it for six, seven years, so 
you get a wide variety. 
 
David Linthicum: 
Yes and I ran into a lot of people, it was their first re:Invent and are fairly new to Cloud and there is a lot of end users there now versus 
developers and the very deep techies. re:Invent has always been a very good technical show. They certainly were catering to that part of 
the audience, but it was a mixed bag in terms of people who are solving problems and business issues and you know aren’t necessarily 
coders and people that are more macro architects dealing with Multi-Cloud Deployments and dealing with old legacy systems all to those 
that are very much into being an AWS fanboy and down into the development, and the details and the weeds within the AWS stuff. So, 
we haven’t talked about this, so Mike why don’t you give me your top three announcements at re:Invent, I’ll give you mine. 
 
Mike Kavis: 
Yes, I mean it’s hard to pick three out of a million, but some of them that stand out. I’m a kind of a database junkie, so and just kind of 
joking aside, Werner opened the second day with about 15 minutes of how databases worked, and I kind of tweeted this is awesome 
because I’ve built databases, but I bet there is a lot of people who are really lost, but they do a good job of setting up why they do things, 
and what came out there was a couple of databases, but the one that got a big applause was they built a “Time Series Database” from 
the ground up that was a big one, and then further along down the chain when they started announcing some of their Blockchain stuff 
they have managed ledger I guess kind of a “Quantum Ledger Database,” so one of the challenges with people doing Blockchain is you 
have to go pick one of these frameworks in. It takes a while to get this stuff up and going you have to add stuff, you have to go get other 
tools and now they kind of made this thing a managed service so that’s a couple. One of the really popular ones which I kind of shake 
my head at, but it’s kind of I forgot the name of it, but it’s still one where you can now run AWS Workloads on-prem.  And yes I made a 
few jokes about that, but that’s where the market is right, because I’ve done some startups and stuff but that’s where the market is right, 
there they’re in a hybrid world so I think Amazon heard enough customers asking for this and working with VMware to come up with 
some kind of technology where you can run some stuff on on-prem so that was interesting. 
 
David Linthicum: 
Yes, and kind of just look at these particular technologies. You’re talking about Amazon Timestream was the time sync database, it’s a 
fully managed time series database, so you can use to store and analyze trillions of events per year, one tenth of the cost. Relational 
databases optimize for data that arrives in time order and queries that include time intervals. I think that was a big thing it’s very useful 
because, think about database technology, we like to think about things that are very generic in nature and so we have relational 
databases which can do anything into soaring retrieving information, but as Andy Jassy said during his keynote presentation we’re now 
getting into this “purpose-built databases” so “in-memory databases,” “Timestream databases,” and even a database that’s for Blockchain 
with Amazon Quantum Ledger Database which is the one that you stated.  
 
Quantum Ledger is a fully-managed ledger database that allows you to track and verify the complete history of changes to your 
application data and uses mutable journaling—generally the mainstream sequence, cryptography, verified record that changes that 
cannot be deleted or modified. So, in essence it’s kind of working very much like Blockchain works. Is that, that your impression of it? 
 
 
Mike Kavis: 
Yes, it takes a lot of the plumbing out of it which is kind of the direction all the stuff’s going, right? Serverless you know is a buzzword and 
we talk a lot about functions as a service but all these things that they’re offering now have serverless capabilities, right? Whether it’s the 
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container technology, the database technology, IoT streaming, it’s all taken care of, all the servers for you—and that’s kind of the direction 
we’re going. 
 
David Linthicum: 
So also AWS Managed Blockchain. The Managed Blockchain service lets you quickly create and manage a scalable blockchain network 
using a popular open source framework, Hyperledger Fabric, and you can use it to transact securely share data and it is designed to scale 
to meet the needs of thousands of applications, generating millions of transactions with simple mechanisms to invite new members, 
manage certificates, and track operational metrics, and I think the way Andy Jassy kind of framed this and I kind of agree, this is a part of 
the market that needs to be addressed, is that blockchain, certainly the blockchain servers out there, are very difficult to use and set up 
in the projects that I’ve been involved with where we got started monkeying around with some Blockchain stuff, even though if it was at 
the experimental stage, it took a lot more time and effort and took a lot more different skill sets to set it up than we originally anticipated.  
And so this is Amazon in essence making it easy. Is that kind of the way you would describe it Mike? 
 
Mike Kavis: 
Yes, they’re making it, in some cases, feasible. This stuff can be so hard and cost so much. So easy and feasible, and you know that’s been 
their mantra for years as we want whether you were a startup, a one person, or enterprise company, we want you all have access to the 
same tools and that’s kind of what they are doing. 
 
David Linthicum: 
So let’s talk about Outpost. This is a service that will bring AWS to your existing data center, provides the consistency and a seamless 
experience across on-premise and the Cloud and gives you the ability to run on-premise applications with the exact same Application 
Programming Interfaces, API’s, console features, hardware and tools that you use on AWS. And so this was a huge divergence, from what 
AWS has done in the past and I think this is in essence, number one, I think they’re getting demand—they’re getting demands from their 
customers that they’re looking for a “hybrid cloud solution” that’s really built on the AWS stuff and so they don’t want to mix OpenStack 
and AWS they don’t want to mix traditional legacy systems and make it look like a private cloud with AWS, they’re looking for an instance 
of AWS that runs on-premise that’s able to seamlessly interact with kind of the mothership—the Public Cloud—and looks like AWS 
delivered on that and even though I think they’ve kind of pushed back on that concept for the last five years. What’s your take on this 
and I’ll give you mine? 
 
Mike Kavis: 
Yes, so again they are customer-focused right, and they go build stuff that your customers tell them. Even when they’re talking about 
Blockchain they kind of answered the question, why did it take us so long to do Blockchain and they said well we’re waiting for customers 
to explain exactly what they wanted, and I think enough customers have been pitching hybrid to them that they came up with this 
solution, but the one thing—I was thinking about well, when would I ever use this? I’m a Public Cloud guy, and I thought about there were 
times where there is applications, where data resides in certain countries where they won’t allow you to put stuff in the Cloud, so before 
this type of announcement you may not able to be able to do that entire application or service in the Cloud and now maybe with this 
technology in those countries where there is constraints maybe you could run some of these things locally and where there is not you 
could run stuff in the Cloud, so that’s where my brain was. Where would I use this? Because me personally I would never work on a use 
case if I wasn’t consulting, if I was building something for myself I will never use data centers so that was the one use case I came up with. 
 
David Linthicum: 
Well, I mean I always asserted that Private Cloud was a legitimate architectural pattern, there were instances where I saw a need for it. 
My concern here is that people would become dependent on it too much and therefore kind of end up losing the value of Cloud 
Computing, I don’t think we have any pricing data for this so I could be incorrect but you have to maintain hardware and software and it 
looks like AWS is going to put their Stack on premise and they’re going to manage it for you which is going to be cheaper than you laying 
down a bunch of servers and then loading Private Cloud operating system on it then try to make it communicate with the Public Cloud 
and then make it work and play. Which if you’ve ever done any Open Stack Implementations it is incredibly complex, and incredibly hard 
to get the Private Cloud up and running, and in the end of the day you are managing hardware and software resources, you also you’re 
not having the feature and function-rich environment of the Public Cloud, and so I think one of the reasons Open Stack kind of fell out 
of favor is because it wasn’t able to keep up with kind of the sex appeal that was a Public Cloud provider. I mean we just saw 50, 60 
different features and announcements if you’re going into this Public Cloud there is nowhere near those sorts of features and functions 
that are being built into the software of Open Stack, and by the way Open Stack is a piece of software it requires hardware, that requires 
people to maintain it, requires money and things like that. So here we are maybe, in Hybrid Cloud 2.0, I mean I hate to use that term but 
maybe Next-Generation Hybrid Cloud, because we have a couple of options which were in essence analogs of the Public Cloud providers. 
Going forward here we have the kind of the same thing and so this is an essence Stack, AWS is the answer to Stack, with the AWS operating 
system. So entering a world where Public Clouds, excuse me, Hybrid Clouds, were kind of originally almost always heterogeneous and 
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now people are asking for homogeneous Hybrid Clouds or they’re using the same brand on-premise and into the Public Cloud or is this 
something just to have AWS protect their market share? 
 
Mike Kavis: 
Yes, there is couple of ideas initially. I was watching the Twitter banter and a lot of people call it a Trojan horse, right? Get your stuff in 
there to obviously make the way to Cloud. The other side is you look at Google Next and they came up with Kubernetes plus Knative plus 
Istio, their Private Clouds platform, so some of it might be a response that the other two big three vendors have a solution there. Most 
of its probably customers were asking for something like this. My take on it is, server hugger is going to hug, and people just want to 
have control so they’re creating some functionality form, but at the end of the day we really get the advantages when you use those high-
level managed services on the Cloud like some of the things we talk today where all the plumbing is done for you. 
 
David Linthicum: 
So are we doing this here is we’re in essence moving people into the Cloud and by providing them with an on-premise solution that 
allows them to do things the way they want to do things because they want to have control of those environments, and see their servers 
and all of the things that people want to do in the world of IT and kind of pushing back on the Public Cloud, but are we distracting from 
the journey? Is this going to be another Private Cloud Instance of AWS that people are going to leverage probably perhaps even leverage 
too much and then it’s going to be have to be a migration from the Private Cloud Instance, in this case Outpost into the Public Cloud 
Instance, which I guess should be fairly seamless, but wouldn’t it be better to kind of start out on the platform that we’re going to live on 
first, versus kind of move from this intermediate, or basically I agree with them it’s a Trojan Horse, to get them involved in AWS but the 
objective being to move to Public Cloud AWS as the end state and shouldn’t we just jump there now? 
 
Mike Kavis: 
Yes, that’s what you and me would say but a lot of enterprises takes ‘em awhile to catch on to the value of Public Cloud. They still believe 
in their data centers, they still believe in control, so it’s kind of a compromise. But if you talk to some of the leaders who are out there 
changing the world, like I did a podcast with Vanguard CTO Jeff Dowds, also a panel with him at re:Invent, what he’s saying is every year 
we should be reducing the footprint of our data center and everything new should be built in the Cloud. We should never build anything 
new on-prem unless we have to, and that’s where everybody should be thinking now but everybody’s at a different rate of maturity, 
different part of their journey, but I do agree with you, I think this will slow down a lot of journeys. 
 
David Linthicum: 
Well we’ll see how Outpost sells. I mean it’s going to be an interesting year. I haven’t seen the Stack numbers come in and I’m sure they’re 
getting that out in the market right now and learning how to sell it, but here we have a competitor in this space for both of the two largest 
Cloud providers have a Proprietary Private Cloud instance of their stuff which allows people to I guess have training wheels into the 
Cloud, I guess it’s one way to put it. But there are legitimate reasons to do it I would just be concerned about very much like the Open 
Stack migrations that are happening these days we move to this because of a certain control reason, but ultimately it’s not where we’re 
looking to go. Anyway, last thoughts on Outpost before we kind of move on to my other two picks? 
 
Mike Kavis: 
That’s about it, other than I have never seen a Hybrid Type Solution get adopted at scale, right? Whether it’s Open Stack or this or Google 
Solution that just came out I’ve never seen masses of organizations moved to it. 
 
David Linthicum: 
And would we call this a Private Cloud or it just be just a Hybrid Permanent Hybrid Cloud so this is not a paired Private and Public Cloud 
this really is truly kind of an smaller scale-downed instance of AWS that runs on-premise is able to access the larger AWS Services in the 
Public Cloud. So it’s kind of a weird thing right it’s not a standalone Cloud onto itself it’s designed to be a peripheral to AWS Public Cloud 
and so that’s kind of makes it a unique thing and I guess Stack would be the same thing, so is a new category of Cloud it should be 
connected by Private Cloud or subset of Cloud or Cloud mini-me, what should we call this? 
 
Mike Kavis: 
Yes, I mean for now I’m not going to call it anything I’ll wait to see what people do with it, some of these announcements are beta or 
coming soon so let’s see where it goes before we name it. But bad we are in naming things right? Everything is hybrid and multi and half 
the time it’s not. 
 
David Linthicum: 
Yes I can’t wait to take this apart I mean this is kind of odd for me because you think about we review some of the Cloud stuff they just 
give us a log in and then we have access to it, this thing has to show up in a truck, and I guess we will review it completely we’re going to 
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start poking the thing with a screwdriver. So my other two picks, and these are kind of odd ones, but I like the AWS Security Hub. It’s a 
service that will allow you to essentially any security alerts and automation compliance checks within and across AWS accounts or 
aggregates security findings through AWS and partner services presented to you built-in customers insights which is unique to the 
environment so and they have it in preview now. The reason I like this is because I think the big security mistakes are being made not 
because of the security mechanisms aren’t there, we have the encryption services, the identity access management, directory services 
to support it, and all of these things work pretty well but the humans that are running them are the ones that are going to end up making 
the mistakes and so ultimately if we’re able to centralize and automate a lot of the mechanisms for securing and managing security 
privileges, accounts, things like this, we’re going to be more secure so in essence it’s kind of removing the human beings from making 
mistakes, automating security which is going to make it much easier to leverage. What are your thoughts on this? 
 
Mike Kavis: 
Yes, I agree having kind of a single point of control and view it would be very helpful. And what’s interesting I was looking at some of the 
other conversations about how we organize as we move to the Cloud and one of the conversations is, yes, you want to have two pizza 
box teams out in the business units building but you want to have central bodies of excellence like around security and stuff like that 
and platform builders and this fits in real well with that the other a central team that’s setting policy, and monitoring policy you let the 
application teams out in the business units figure out how to implement that policy but you have essential control of what that policy, in 
essential viewpoint of how it’s been implemented is pretty powerful. One thing though that flashed in my mind is I wonder how many 
vendors sat there and cringe because every single vendor is trying to be the single point in the class whether it’s a login solution or 
monitoring solution even the [inaudible] of the world they’re trying to create, everyone’s trying to be the hub right so it’s interesting what 
that might do to, to some of these companies strategies. 
 
David Linthicum: 
Yes I didn’t even think of that but I guess some of these announcements are kind of deal breakers for are company breakers for a lot of 
the Amazon partners in the marketplace and so they’re solving many of the same problems and certainly there are security hubs out 
there but I think the larger problem is solved when we perhaps Multi-Cloud Security Hubs with AWSs we’re going to touch but the ability 
to kind of link those things together that’s kind of a larger problem when you look at the ability to kind of manage these APIs and certain 
things that are driving forward. So the other thing that I would say would be the updates that are made to the storage stuffs specifically 
S3Glacier, Deep Dive Archive which is probably the most boring announcement we saw in the second day when Andy Jassy gave his 
keynote but the big thing there was just kind of costs and the ability to kind of remove some of these tape drives out of the data centers. 
When I see this things I’m like Oh my God I can’t believe we’re doing that still but we are I mean lots of stuff still runs on tapes, we’re still 
dealing with moving tape archives off storage to “in the mold” mountains all over the place and you just kind of need to automate then 
at the last mile of doing storage in kind of more intelligent ways and so Deep Archive was something that’s going to setup because it’s 
just going to dirt cheap storage where the data can be retrieved in 12 hours or less there will also be a bulk retrieval option which will 
allow you to an expensive retrieving embedded by its data within 48 hours which is kind of what we need which is like we’re not 
reinventing anything here we’re doing this for the last 40 years. 
 
Mike Kavis: 
Correct. 
 
David Linthicum: 
But we’re going to make it deep and we’re going to automate it and it’s going to be a lot better than we’re currently doing so and 
unautomated very manual practice leveraging technology we just don’t want to pay for it any more. Anyway, what’s your thought on this?  
 
Mike Kavis: 
Well I’ve been doing this for a while and you’ve been doing it a few years longer than me, but have you ever had a successful tape recovery 
process in your lifetime? I mean have the time after you get the tape back it’s just a disaster, it’s expensive, it’s a cumbersome process, 
it’s very time consuming they’re just making it easy, cheap, and more feasible to do. 
 
David Linthicum: 
Yes I think the other the larger stuff is I think that Amazon with some of the releases out of the show was they’re paying more attention 
to the infrastructure stuff. I like the Intelligent Tiering in S3 which is very smart because it’s hard to figure out how much storage you’re 
going to need, therefore the theme here now is Serverless and let the Cloud Provider decide what resources you need and charge it for 
only what you use, and I like the fact we’re kind of removing the developers and the administrators from trying to figure out how this 
configuration works and that was kind of a theme of the show is that no longer are you going to require the, you go to the configuration 
manager and pick the amount of storage and the processors and things like that and that’s all doing this basically server sizing which is 
more of an art or trickery than science and you’re either going to undersize or oversize, undersizing mean you’re going to run out of 
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resources and your applications are going to bend there, and oversizing means you kind of spend too much money to run the damn 
thing. So either is the wrong way to do it you almost never going to have kind of the sweet spot or you’re providing just the number of 
resources you need. So the ability to kind of do the Intelligent-Tiering, a lot of the Serverless stuff you saw the Serverless databases, the 
Serverless compute, more Serverless technology and the upgrades that Lambda that came through it was just kind of the fact that we’re 
being insightful to the AWS users that want to use the Cloud System without being hardware engineers which I think is what we asked 
them to do even though it’s a Cloud-based system there’s no hardware you touch you still have to be a hardware engineer in order to 
configure that thing properly to get to the resources you need. Anyway did you see that trend as well? 
 
Mike Kavis: 
I do and I see that same kind of strategy across the board I mean just look at the Machine Learning stuff that they released and it looks 
kind of like a gimmick but they have this car right and IoT-type car and you can do all this stuff to train it using Machine Learning and 
make it run faster around the track, and a bunch of people went out and did that at a competition and a guy that won had zero experience 
in Machine Learning. So what they’re doing, they’re taking the complicated stuff out of this, abstracting it for you, and just letting you go 
build value. And that’s kind of the same thought, what we’re talking about here on the storage, and all these other things just the repetitive 
stuff that you just have to do, well let’s take that off to play and let you focus on creating business value. 
 
David Linthicum: 
Yes, I think that was kind of the theme where I wrote a blog in InfoWorld and that’s what we need to focus on and we come out of these 
events and we’re all enamored with the particular tactical technology stuff we just picked our top three and is going to be you’re writing 
about and speaking about it but in the end of the day certainly our clients are among these audiences as well, people have to solve 
business problems with this stuff and your ability to kind of remove us from having to deal with low level tactical stuff and not necessarily 
always chasing the shiny objects but just kind of making our developmental and operational things that we do in the Cloud much easier 
going forward, and whatever products that you want to throw at that we don’t really care and that’s probably more important than kind 
of everything at the conference we’re talking about. 
 
Mike Kavis: 
And I’ll use a Jeff Dowds quote again. He was talking about when I look at a company who is plugging your company into Amazon as a 
source of innovation and they’re competing against a company as plugging into their own data center for a source of innovation, they 
just can’t compete right, and that’s a pretty strong comment but I really like how he put that. He basically said I used to think the Clouds 
were for price, and we thought was fragility, and this is really for access to innovation. 
 
David Linthicum: 
Yes that’s a good way to put it and that’s a good way to leave  it. I mean I think it was a great show and just my first re:Invent. It was a lot 
of fun to get to meet pretty much everybody I wanted to meet in the world of Cloud Computing and got a lot of access to some great 
research and some great understanding about the AWS Stack.  
 
Mike Kavis:  
A lot of good information, a lot of good people, I’ll be there next year.  
 
David Linthicum: 
Alright let’s leave it there and Mike have a great weekend, recover from ReInvent and we’ll talk again real soon. 
 
 
Mike Kavis: 
Okay, take care. 

 
Operator: 
Thank you for listening to On Cloud For Cloud Professionals with David Linthicum and Mike Kavis.  Connect with David and 
Mike on Twitter and LinkedIn and visit the Deloitte On Cloud blog at www.deloitte.com/us/deloitte-on-cloud-blog. Be sure to 
rate and review the show on your favorite podcast app. 
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